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ABSTRACT

The use of the Global Positioning System (GPS) has accelerated in recent

years. In its inception, GPS was used exclusively by the military for navigation.

Today, with the emergence of extremely capable electronics and microprocessors, GPS

has been integrated into many aspects of life. It is currently widely used by both the

military and various civilian industries for applications that require navigation as

well as precise timing. Some applications of GPS include ground vehicle and aircraft

navigation, banking, power transmission, and agriculture. As a result, disruptions in

GPS availability have the potential to disrupt many services and industries around the

globe, and even threaten the safety of life. Reliable operation can be interrupted by

radio frequency interference (RFI), which can come from natural and manufactured

sources. This work describes new techniques to evaluate the performance of GPS

receivers that may be subjected to RFI events.

The example application motivating this work is Ground Based Augmentation

System (GBAS) reference station receivers subjected to broadband interference, for

example, from nearby use of personal privacy devices (PPDs). PPDs most commonly

emit broadband interference, and GBAS ground based reference receivers have expe-

rienced tracking discontinuities as a result [Pul12]. These events can cause navigation

service interruptions to aircraft on final approach. To ensure continuity of the nav-

igation service, GBAS reference stations must be able to track GPS signals in the

presence of wideband interference.

The objective of this work is to develop the PLL analysis tools required to

design PLLs capable of tracking through RFI events, while reducing the need for

time-consuming simulations and experimental validation. Instead, simulation and

experimental validation can be reserved for PLL designs which are much more likely to

be successful. The techniques described in this work are valid for any GPS application

xiii



in which the receiver cannot tolerate cycle slips in the phase-lock loop (PLL). The

methodology is directly applicable to ground-based reference receivers for differential

GPS systems, as well as other ground-based receivers that require high continuity of

service. It is also relevant to moving receivers, if the additional dynamic stresses on

the PLL are also taken into account.

The PLL discriminator output (DO) distribution is used to characterize GPS

PLL tracking performance, in contrast to the phase jitter metric widely used in prior

work and literature. Both the DO variance and the bias on the mean of the DO

distribution are shown to be superior to the jitter metric in predicting phase-lock.

And, it is shown that the bias in the DO mean is the most effective measure of cycle

slip probability. Studying the discriminator output distribution also provides a means

of comparing different techniques to extend PLL averaging time beyond the length

of a navigation data bit, without time-consuming direct simulation and experimental

validation. Experimental results are presented to validate the theoretical analysis

and simulations. The observed tracking results are consistent with the theoretically

predicted system performance. The DO bias is superior to the variance metric in its

ability to predict loss of phase-lock.

xiv



1

CHAPTER 1

INTRODUCTION

The use of the Global Positioning System (GPS) has accelerated in recent

years. In its inception, GPS was used exclusively by the military for navigation.

Today, with the emergence of extremely capable electronics and microprocessors, GPS

has been integrated into many aspects of life. It is currently widely used by both the

military and various civilian industries for applications that require navigation as

well as precise timing. Some applications of GPS include ground vehicle and aircraft

navigation, banking, power transmission, and agriculture. As a result, disruptions in

GPS availability have the potential disrupt many services and industries around the

globe, and even threaten the safety of life. Reliable operation can be interrupted by

radio frequency interference (RFI), which can come from natural and manufactured

sources. This work describes new techniques to evaluate the performance of GPS

receivers that may be subjected to RFI events.

1.1 GPS Architecture and Signal Structure

The vulnerability of GPS to interference stems from its underlying design and

signal structure. However, it is not the result of any design flaws. GPS is a satellite

based navigation system composed of 24 nominal space vehicles (SVs) in medium

earth orbit (MEO), at roughly 20 thousand kilometers altitude. A representation of

the GPS constellation is shown in Figure 1.1. The GPS satellites broadcast signals

which users receive and process mathematically to determine their position. The user

is passive, since there is no two-way communication between users and satellites. This

means that GPS can have an unlimited number of simultaneous users, which is one

reason for its success.
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Figure 1.1. GPS Satellite Constellation [GPS]

Ground control stations are responsible for monitoring and maintaining the

health of the satellites, and commanding periodic maneuvers to maintain their orbits.

The control stations also estimate and upload orbit ephemeris and SV clock param-

eters to the satellite, for broadcast to users in the navigation message [Mis06]. A

receiver uses ephemeris parameters to determine satellite position. Satellite position

must be known in order to determine user position using the trilateration technique.

Each SV also broadcasts an almanac of approximate ephemeris parameters for all

space vehicles. The navigation message is broadcast at 50 bps (bits per second) for

a duration of 12.5 minutes, after which the message repeats. This means that each

navigation data bit lasts 20 ms.

All satellites transmit signals on the same frequency, called the carrier fre-

quency. In fact, each SV broadcasts two separate carrier frequencies, denoted as L1

and L2. The L1 frequency is 1575.42 MHz and L2 is 1227.60 MHz. The L1 is in

a protected aeronautical radio navigation systems (ARNS) band and is available to

civilian users. The L2 frequency is for military use and is not in a protected band.

A receiver is able to distinguish between the various satellites because of the
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Code Division Multiple Access (CDMA) signal design. The CDMA is enabled by the

use of pseudorandom noise (PRN) code sequences. Each satellite transmits its own

code modulated on top of the carrier wave [Raz98]. The PRN allows a receiver to pick

out the signal from a desired SV in the presence of other satellite signals, and noise.

The L1 frequency carries the coarse aqcuisition (C/A) code as well as the military

P(Y) encrypted signal. The L2 frequency only carries the encrypted signals, which

civilians are unable to access. But, civil users are free to make use of the L2 carrier

itself. This dissertation will mainly deal with the L1 signal and C/A code. The C/A

code is used for stanadalone GPS positioning using pseudorange measurements. The

code is broadcast at 1.023 Mbps and contains 1023 chips (i.e. bits). Therefore, the

entire code sequence has a 1 ms duration. Compare that to the 20 ms duration of a

single navigation data bit.

Figure 1.2 illustrates the GPS signal structure, and the way the PRN code

and navigation data are modulated onto the carrier wave. The code bits and navi-

gation data bits can be represented using ±1, in which case they are combined using

multiplication [Bor06]. Then, binary phase shift keying (BPSK) is used to modulate

the code onto the carrier wave [Hay01, Car02]. This is an instantaneous 180 degree

phase shift in the carrier, every time there is a bit transition. Also, each satellite is

equipped with an atomic clock to ensure all SV signals are synchronized in time. Even

so, the navigation message contains SV clock models, with allows users to correct for

satellite clock bias.

To obtain information from the GPS satellite signals, a receiver essentially

attempts to duplicate the signal (carrier wave plus known PRN code) for a given

satellite of interest. The receiver then attempts to align the duplicate signal with the

incoming SV signal. If successful, the receiver will be able to obtain the navigation

message, and estimate its position and clock bias.
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Figure 1.2. GPS signal structure [Bor06]

GPS signals are very weak upon reaching the earth. They are broadcast at

roughly 500 W, but after traveling 20,000 km to earth, the signal power is only

about 10−16 W. The signal is well below the background noise floor, and must be

amplified by a factor of 1010 by the receiver [Mis06]. It is the modulation scheme that

allows GPS signals to be extracted from the background noise. BPSK is one of the

most noise-tolerant PSK structures. However, excessive additional noise can cause

problems for receivers.

1.2 Radio Frequency Interference

Radio frequency interference (RFI) is any undesired electro-magnetic radia-

tion that causes a disturbance in an electrical system. Interference can be classified

as either narrowband or broadband. Narrowband interference has a bandwidth much

smaller than the bandwidth of the receiver, while broadband interference has a band-



5

width much larger than the receiver’s bandwidth.

An example of narrowband interference would be continuous waveform (CW)

interference, where a single frequency (i.e. tone) is generated within the system’s

frequency band of operation (L1 in this work). Broadband interference (sometimes

called wideband) is perceived as additive white Gaussian noise (AWGN). Different

types of interference will affect a GPS receiver differently. This dissertation will focus

on the effects of wideband RFI.

Wideband interference may be natural or man-made, and intentional or unin-

tentional. It is realized as a deteriorated carrier-to-noise ratio (C/N0). GPS receivers

are vulnerable to RFI because, as mentioned in the previous section, the GPS sig-

nals are already very weak upon reaching earth. The use of personal privacy devices

(PPDs) is an example of man-made interference; they may be both intentional or

unintentional. PPDs are small form factor, low-cost, GPS jammers, which most com-

monly emit broadband interference [Kra11, Mit11]. In 2009, there was an incident at

the Newark Liberty International Airport which caused disruptions in the newly in-

stalled ground-based augmentation system (GBAS) reference receivers [Pul12]. The

GBAS receivers were located roughly 130 m away from the adjacent I-95 express-

way. When fully implemented, GBAS would monitor GPS satellites and broadcast

corrections to aircraft on final approach [Bre13]. An investigation revealed that the

truck drivers were using PPDs to jam their truck’s GPS, thus preventing them from

being monitored by their employers. However, they were also unintentionally jam-

ming GBAS ground based reference receivers, which can cause serious disruptions in

service to aircraft on final approach [Pul12, Gib13].

1.3 Prior Work on Interference Mitigation

Numerous methods of mitigating the effects of wideband interference have
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been developed. They are often categorized as antenna-based and receiver-based

(baseband) techniques.

1.3.1 Antenna-based methods. Antenna techniques are attractive because

they can prevent interference from reaching the receiver tracking loops, ensuring a

high carrier-to-noise ratio (C/N0). Adaptive antennas use beam-forming and null-

steering techniques to, respectively, create high gain in the direction of the satellite

signals, and very low gain in the direction of the interference signal. This is accom-

plished through the use of multiple antenna elements.

One major drawback to adaptive antennas, in addition to their high cost, is

that if there exist N antenna elements, only N-1 nulls can be created. This limits

the number of interference sources that can be handled. In addition, the physical

dimensions of adaptive antenna arrays are not ideal for all applications. Smaller

antenna arrays are desirable for mobile applications. But, smaller arrays can suffer

from poor spatial resolution as a result of small antenna aperture (i.e. effective

area). Small spacing between antenna elements can also lead to undesired correlation

between the element signals [Gup16].

1.3.2 Receiver-based methods. Receiver-based methods to mitigate wideband

interference include vector tracking, inertial aiding, and clock aiding. These methods

are applied to the receiver phase lock loop (PLL) because it is the most susceptible

to wideband RFI, and will lose lock before the delay lock loop (DLL) does [Cha13].

There are different implementations of vector tracking, however, they all oper-

ate based on the same principle. Traditionally, a receiver tracks each satellite signal

independently using a tracking loop. An estimation algorithm then combines the

outputs from each tracking loop channel and estimates the receiver position. This

process is called scalar tracking. Vector tracking combines the tracking loops and
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estimation algorithm using a Kalman filter (KF) [Las09]. This couples all the track-

ing loops together. The advantage of this approach is that additive noise is shared

between the channels [Las09, Bha12, Bha15]. Vector tracking provides the greatest

performance improvement in urban environments, where the carrier-to-noise ratio of

a small number of visible satellites may be affected by the surrounding environment.

On the other hand, vector tracking does not provide an advantage over scalar tracking

when interference affects all visible satellites equally.

Wideband interference can also be mitigated for scalar tracking loop archi-

tectures. Scalar tracking loops become more robust to AWGN with reduced PLL

bandwidth and increased averaging time. However, there is a trade-off between noise

performance and dynamic performance. As the PLL bandwidth is decreased, and

averaging time increased, the ability of the PLL to track signal dynamics is impaired.

As shown in [Ste15, Cha13, Ste18], low phase-noise clocks can be used to

aid receiver tracking loops, resulting in improved performance in the presence of

wideband interference. Low phase-noise oscillators have smaller dynamics, which

provides additional freedom in adjusting the PLL parameters. Incorporating an iner-

tial measurement unit (IMU) allows signal dynamics (caused by receiver motion) to

be removed [Alb03, Raz08, Geb05]. Combining clock aiding and inertial aiding will

improve the overall performance of a moving receiver in the presence of RFI.

The advantages of receiver-based methods over antenna-based methods are

reduced cost and size as compared to an antenna array. Currently, low-cost IMUs

are available, with performance that is on par with tactical grade IMUs. The IMU is

small in size, and placement is flexible. This is an advantage in mobile applications,

as it does not need to be located externally like an antenna array. Low-phase-noise

oscillators also have small physical dimensions. In fact, low phase-noise chip scale

atomic clocks (CSACs) are becoming increasingly affordable and provide excellent
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long-term stability. Furthermore, the ability of receiver-based methods to mitigate

RFI is not constrained as adaptive antennas are (by the number of antenna elements).

1.4 Problem Statement and Motivating Application

The example application motivating this work is Ground Based Augmenta-

tion System (GBAS) reference station receivers subjected to broadband interference,

for example, from nearby use of personal privacy devices (PPDs). As described in

Section 1.2, PPDs most commonly emit broadband interference, and GBAS ground

based reference receivers have experienced tracking discontinuities as a result [Pul12].

These events can cause navigation service interruptions to aircraft on final approach.

To ensure continuity of the navigation service, GBAS reference stations must be able

to track GPS signals in the presence of wideband interference.

A popular metric used to predict the lock performance of a PLL under noisy

conditions is the total phase jitter metric [Ste15, Cha13, Raz08, Tsu15]. A major

advantage of the jitter metric over more rigorous/accurate performance evaluation

tools, such as computing the mean time to cycle slip (MTCS), is in its analytical sim-

plicity. A closed form expression for the MTCS has only been derived assuming a sim-

ple first-order phase-lock loop with additive white Gaussian noise (AWGN) [Vit67].

Higher-order loops are much more difficult to analyze, and, in such cases, the MTCS

would need to be determined via time-consuming direct PLL simulation [Gar05].

Additional considerations such as oscillator phase-noise and dynamic effects are not

currently within the capability of the non-linear theory. In contrast, the phase jitter

metric (using linear theory) is able to account for oscillator phase-noise and dynamics.

However, the phase jitter metric is not without drawbacks. Regardless of whether a

linear or non-linear model is used in theoretical analysis, simulation and/or experi-

mental results are required in practice to validate PLL designs.
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Prior research [Cha13] relying on the jitter metric has capitalized on the idea

that reducing the noise-equivalent bandwidth of the phase-lock loop will reduce the

impact of wideband interference. The jitter metric was used as a design tool to

determine the minimum PLL bandwidth and carrier-to-noise ratio (C/N0) at which

a GPS PLL would track reliably. However, experimental results in [Cha13] showed

that the PLL was cycle slipping (and losing lock) at higher carrier-to-noise ratios than

predicted by the phase jitter metric. In fact, results from other work [Ste15, Raz08,

Tsu15] consistently state that in experiments, loss of lock occurs at C/N0 values that

are higher than predicted by the phase jitter metric. In [Raz08], analysis relying on

the phase jitter metric led the authors to claim that increasing coherent averaging time

would not improve PLL tracking capability in the presence of wideband interference.

1.5 Contributions

This work will show that, in contrast to what is stated in [Raz08], increasing

coherent averaging time is essential for maintaining lock through interference events.

Furthermore, the conclusions will be supported by theory as well as experimental

results. The techniques described in this work are valid for any GPS application

in which the receiver cannot tolerate cycle slips in the phase-lock loop (PLL). The

methodology is directly applicable to ground-based reference receivers for differential

GPS systems, as well as other ground-based receivers that require high continuity of

service. It is also relevant to roving receivers, if the additional dynamic stresses on

the PLL are also taken into account.

The main objective of this dissertation is to develop the PLL analysis tools

required to design PLLs capable of tracking through RFI events, while reducing the

need for time-consuming simulations and experimental validation. Instead, simulation

and experimental validation can be reserved for PLL designs which are much more
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likely to be successful.

1.5.1 New PLL performance metric. A new metric for PLL performance

based on the discriminator output is developed, and shown to be more indicative

of PLL locking behavior than the widely used phase jitter metric. A PLL linear

model which includes the effects of wideband interference as well as coherent averag-

ing time is rigorously derived from the full non-linear PLL realization. This allows

more accurate calculation of the discriminator output (DO) standard deviation in the

presence of additive white Gaussian noise (AWGN) as compared to the traditional

linear model.

A feasibility threshold of 52 degrees on the discriminator output standard de-

viation is shown to be a more reliable/robust measure of PLL performance under in-

terference conditions than the phase jitter metric. Computing the post-discriminator

tracking error distribution for varying signal-to-noise ratios shows that as the noise

level increases the distribution approaches a uniform distribution, preventing accu-

rate estimation of the true phase error. The purpose of the 52 degree threshold is

to prevent this discriminator “saturation” condition, which the phase jitter metric

is unable to account for. In addition, the newly developed linear model is shown

to be valid up until this threshold, which facilitates efficient performance prediction,

without the need for time-consuming simulation. (Chapter 4)

1.5.2 Validated new PLL performance metric. The new PLL performance

metric and associated linear model are validated using simulation and experimental

results. To isolate and investigate the effect of additive white Gaussian noise (AWGN),

numerically simulated intermediate frequency (IF) data (similar to that which would

be output from a receiver front-end) is used as the input to the software-defined

receiver (SDR). Results show that tightening PLL bandwidth rejects noise on the

PLL output, while increasing coherent averaging time has no effect. On the other
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hand, tightening bandwidth has no effect on the discriminator output, while increasing

coherent averaging time has a large effect. These results confirmed the theoretical

analysis of the new linear model.

Experimental results, which include the effect for receiver reference oscillator

quality, are used to further validate theoretical predictions. Experimental data is

collected using a GPS signal generator and receiver front-end. It is then processed

with a SDR. As with the numerically simulated data, results from experimental data

also match theory very well. The correspondence is dependent on how accurately the

reference oscillator phase-noise power spectral density (PSD) is modeled. (Chapter

4)

1.5.3 Theoretical lower-limit to PLL bandwidth. The theoretical lower

limit to PLL bandwidth imposed by the dynamic effects of SV motion and nominal

ionosphere is quantified (not including ionospheric fronts, anomalies, or scintillation).

The third-order loop filter used in this work does not have steady state tracking

error due to accelerations. However, it does have steady state error due to jerk.

This analysis showed that satellite motion was the determining factor limiting PLL

bandwidth.

The maximum jerk stress due to satellite motion was determined by simulating

satellite propagation over a 24 hour period, for a grid of 1825 locations around the

globe. The user-to-satellite range (as a function of time) for each satellite is triple-

differentiated and the maximum global jerk is determined.

The conventional method to model the nominal ionospheric error contains

overly conservative assumptions [Van96, p.389]. To obtain a more realistic model,

the maximum PLL jerk stress due to nominal ionosphere is computed through simu-

lation using the IRI2012 model. Due to computational burdens, the same grid of 1825
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locations was not feasible. Instead, a single worst-case (geomagnetic) equatorial loca-

tion was used. The year 2001 (corresponding to solar maximum) was simulated using

the IRI model to maximize the probability of capturing large variations in nominal

TEC content. (Chapter 3)

1.5.4 Derived discriminator output distribution. The output distribution

of the arctangent discriminator is derived, given additive white Gaussian noise, and

a constant true phase error (with respect to the input signal). With the aid of

simulation and experimental results, it was shown that the bias on the discriminator

output mean is more indicative of PLL tracking performance than the DO variance.

For PLL averaging times less than the length of a navigation data bit, the

mechanism that produces DO bias is saturation of the arctangent discriminator. For

averaging times greater than the length of a navigation data bit, the method used

to enable the averaging to be extended can introduce an additional bias mechanism.

Studying the DO output distribution is shown to be an effective means of compar-

ing candidate methods of extending averaging time. A new scaling method is also

introduced that can remove the bias introduced by these methods, and recover PLL

tracking performance. This method was validated using experimental results. (Chap-

ters 4 and 5)

1.5.5 Coasting through wideband interference. A robust PLL tracking ar-

chitecture and time-differenced carrier-phase measurements are used to coast through

an interference event. Increasing coherent averaging time while simultaneously de-

creasing PLL bandwidth with the aid of a low phase-noise reference oscillator, can

increase PLL robustness to wideband noise. However, the navigation data BER will

increase with decreasing carrier-to-noise ratio. The BER cannot be decreased via

receiver modification alone.
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However, as long as phase-lock is upheld, time-differenced carrier phase mea-

surements can be used to coast through an interference event. Time differencing

eliminates cycle ambiguities, which are nuisance parameters that typically need to be

estimated. Satellite ephemeris parameters are updated every two hours, and valid for

four hours after upload. Therefore, even if an interference event occurs just before

a new ephemeris update is decoded, the receiver would still be able to coast for up

to two hours without an accuracy penalty. The most recently decoded ephemeris pa-

rameters and satellite clock models are used during the coasting period. The satellite

ephemeris parameters allow the line-of-sight (observation) matrix to be determined

for position estimation. One benefit to this approach is that no additional receiver

modifications besides those to the PLL are required. The time-differencing is applied

in the navigation filter, at the measurement level.

The carrier coasting technique is demonstrated via a hardware demonstration,

using experimental data collected using a GPS signal generator and rubidium receiver

reference oscillator. (Chapters 5)
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CHAPTER 2

GPS RECEIVER OPERATION

This chapter provides the essential background information on GPS signal

processing for positioning. First, an overview of the signal processing, from signal

reception to measurement creation, is discussed. Signal acquisition is briefly reviewed,

followed by the code and carrier tracking loops. The carrier tracking loop will be

examined in greatest detail, since that is the focus of this work. Finally, the formation

of GPS pseudorange and carrier-phase measurements, general measures of receiver

performance are introduced.

2.1 Overview

Figure 2.1 shows an overview of GPS signal processing, from signal reception

at the GPS antenna, to the calculation of the position and timing solution. The GPS

signal is first received by the antenna, where the signal is typically passed through

a band-pass filter (BPF) and then amplified. The BPF suppresses signals which lie

outside the desired frequency band. And, an amplification step is necessary because,

as mentioned in Section 1.1, GPS signal power at the antenna is very low (≈ 10−16 W).

Amplification will be further discussed in Section 2.1.1.

Following the antenna, the signal is passed through the receiver front-end. The

objective of the front-end is to down-convert the GPS signal (L1, for example) to a

lower, more manageable frequency, called an intermediate frequency (IF). The front-

end also digitizes the signal for further processing. The advantage of digitization is

that digital processing is less sensitive to environmental factors (e.g. temperature and

humidity) than analog processing [Mis06]. There is also less variation between digital

signal processing (DSP) components compared to analog components. In addition,
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Figure 2.1. Overview of GPS signal processing

down-conversion to an IF reduces the computational burden on DSP circuits.

The tracking loops and navigation filter are implemented digitally on application-

specific integrated circuits (ASICs) or field-programmable gate arrays (FPGAs). There

is a code and carrier loop (i.e. channel) for each satellite being tracked. The code

phase tracking loop is often called the delay lock loop (DLL), while the carrier track-

ing loop is referred to as the phase lock loop (PLL). However, PLL and DLL are

general terms that are often used in other applications as well.

The code and carrier tracking loops work by creating replicas of the PRN code

and carrier wave, respectively. The goal is to use feedback control to keep the replicas

aligned with the incoming signal, and continuously track the changes to the code and

carrier phase. By doing so, the receiver acquires information regarding the code phase

and carrier phase (and frequency) of the received signal.

This information can be used to decode the navigation message. The replica

PRN code and carrier wave can be used to remove (i.e. wipe-off) the code and

carrier from the signal, leaving behind the navigation message. This process will be

illustrated in Section 2.2 on PLL operation. The navigation message contains essential

information, such as satellite ephemeris, necessary to create pseudorange and carrier-

phase measurements. The navigation filter can then estimate the receiver’s position
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and clock bias.

This work focuses on carrier phase lock loop (PLL) design. Additional infor-

mation on the DLL is available in [Mis06, Kap06, Bor06, Tsu05]. The essential parts

of the navigation message decoding procedure are described in [Bor06], while [Tsu05]

provides a more advanced treatment of the topic. Finally, estimation of user position

and receiver clock bias is explained in [Mis06, Kap06, Bor06, Tsu05].

2.1.1 Front-end. As previously mentioned, the receiver front-end down-converts

the GPS signal to an intermediate frequency (IF) and digitizes the signal for further

processing. Figure 2.2 illustrates one possible implementation of the receiver front-

end. Once the GPS signal is captured by the antenna, it is band-pass filtered (BPF)

and amplified. The signal is then multiplied by a carrier wave which is generated

using a frequency synthesizer. The IF is a design choice, however, it is usually on the

order of 5-10 MHz [Bor06]. A frequency synthesizer is necessary because the output

signal of reference clock (typically 10 MHz) is much lower than the necessary mixing

frequency. Section 2.2.3 provides additional information on frequency synthesis.

IF signal 
+ noise

Ant.

BPF AMP

Frequency 
Synthesis

Reference 
Clock

BPF AMP A/D 
Converter

Figure 2.2. GPS receiver front-end

The output of the mixer/multiplier in Figure 2.2 can be written as,

cos(ω1t) cos(ω2t) =
1

2
cos ((ω1 − ω2)t) +

1

2
cos ((ω1 + ω2)t) (2.1)
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where, ω1 is the input signal frequency, ω2 is the mixing signal frequency. Mix-

ing is also called heterodyning, where the two frequency components created are

called heterodynes [Lee04]. The purpose of the band-pass (or low-pass) filter imme-

diately following the multiplication in Figure 2.2 is to remove the higher frequency

cos ((ω1 + ω2)t) component. The IF is now ω1 − ω2. For example, if the input fre-

quency is GPS L1 (1575.42 MHz), a mixing frequency of L1-IF would yield the desired

intermediate frequency.

Typically, additional signal amplification is performed following down-conversion.

For GPS signal processing, the input signal needs to be amplified by many orders of

magnitude [Mis06]. This amplification is typically done in several stages to prevent

unwanted feedback and potential self-jamming [Mis06, Bor06, Kap06]. In addition,

down-conversion is often split into multiple IF stages as well.

Finally, the IF signal is digitized and exits the front-end for further processing

by the tracking loops. At this point, the output contains all the satellite signals,

plus additive noise. Note that any deviation in the input signal frequency from

nominal (e.g. L1) will cause a corresponding deviation, or Doppler shift, in the IF

signal. Doppler shifts may be due to dynamics such as receiver and satellite motion.

Additional information on digitization and sampling is presented in [Mis06, Tsu05].

2.1.2 Acquisition. What we have discussed so far is steady-state receiver

operation. Before the PLL and DLL can be initiated, initial (coarse) estimates of the

code delay and carrier frequency are needed. This information is obtained through

the signal acquisition process.

There are three main acquisition methods: serial search, parallel frequency

search, and parallel code phase search. The serial search method is the most straight-

forward. A range of doppler frequencies and code delays are generated by the receiver,
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and all delay-frequency combinations must be checked against the input signal to de-

termine the best match. However, this process can be time consuming.

The parallel frequency search, and parallel code phase search methods make

use of the Fourier transform to reduce the number of searches necessary. A detailed

description of serial search acquisition is provided in [Mis06, Bor06]. All three meth-

ods are discussed in [Bor06]. Weak signal acquisition discussed in [Tsu05]. Additional

prior work on weak signal acquisition is presented in [Bor09b]. But, this dissertation

focuses on the tracking problem.

2.2 Phase Lock Loop Operation

This work centers specifically around the receiver’s phase lock loop (PLL)

because it is most susceptible to wideband interference, and will lose lock before the

delay-lock loop (DLL) does [Cha13]. The purpose of the PLL is to track the phase of

the received signal’s carrier wave over time.

The PLL is a feedback control system that creates a replica carrier signal and

attempts to keep its frequency and phase aligned with the incoming carrier signal.

Figure 2.3 shows the PLL block diagram. The input to the PLL is the intermediate

frequency (IF) signal s(t), which may be written for a single satellite as,

s(t) =
√
2CD(t− τ)x(t− τ) cos

(
ωIF t+ ψ(t)

)
+ n(t) (2.2)

where C is the signal power, D is the navigation data message, x is the code, τ is

the code delay, ωIF is the intermediate frequency (in rad/s), and ψ(t) is the phase

process which includes all Doppler effects due to user and satellite motion, as well as

both receiver and satellite clock instabilities. The effects of clock instabilities will be

treated in Section 3.1.1.

The input signal is first multiplied by the code replica obtained from the

receiver’s delay lock loop (DLL). This process is called code wipe-off because, if the
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Figure 2.3. Phase lock loop block diagram.

replica code is aligned perfectly with the incoming, the code will be removed from

the signal. In this work, perfect code alignment is assumed, which allows the signal,

after mixing with prompt code, to be written as,

y(t) =
√
2CD(t− τ) cos

(
ωIF t+ ψ(t)

)
(2.3)

Additive noise has been neglected for explanation purposes. A derivation which

includes AWGN is presented in Chapter 4. The signal y(t) is then multiplied by

two replica signals generated by the numerically controlled oscillator (NCO), called

in-phase and quadrature signals, xI and xQ, respectively,

xI(t) =
√
2K cos(ωIF t+ ψ̂(t)) (2.4)

xQ(t) = −
√
2K sin(ωIF t+ ψ̂(t)) (2.5)

where K is the RMS amplitude and ψ̂(t) is the replica phase process. This mixes the

signal down to baseband (carrier wipe-off). The NCO is described in Section 2.2.3.

More information on in-phase and quadrature signals is available in [Bor06]. And,

the reason they are used in the GPS phase lock loop is outlined in [Mis06].

The in-phase signal after mixing with replica from Equation (2.4) may be
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written as,

I(t) = y(t)xI(t) (2.6)

= 2
√
CKD(t− τ) cos(ωIF t+ ψ(t)) cos(ωIF t+ ψ̂(t)) (2.7)

Using product-to-sum trigonometric identities, we have,

I(t) =
√
CKD(t− τ) cos(ψ(t)− ψ̂(t)) (2.8)

where the resultant higher-frequency components are neglected. They will be filtered

out by coherent averaging, which follows the mixing operation. Note that when

the replica carrier is properly aligned with the input signal, their phase difference,

ψ(t)− ψ̂(t), will be negligible. Therefore, the navigation data can be extracted using

equation 2.8.

Following the down-conversion to baseband, is an averaging operation. This

is often referred to as coherent averaging, integrate-and-dump, or pre-detection in-

tegration. In this work, it will be called coherent averaging, or simply averaging.

The purpose of this operation is to reduce noise prior to the estimation of the phase

error between the input and replica signals by the discriminator function (i.e. phase

detector). The discriminator output, ϵ in Figure 2.3, is the estimate of the true phase

error. The arctangent discriminator will be used in this work. Additional discrimi-

nator functions are shown in [Kap06].

The loop filter in Figure 2.3 is a compensator designed to achieve desired

system response, and it designates the ‘order’ of the phase lock loop [Kap06]. The

loop filter output is fed to the numerically controlled oscillator (NCO) which generates

the replica carrier signals, and closes the loop.

The following subsections contain additional information describing the dif-

ferent PLL components, and will be helpful for understanding the material in later
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chapters.

2.2.1 Discriminator. As previously mentioned, the purpose of the discriminator

function is to output an estimate of the true phase error. The arctangent used in this

work is classified as a Costas discriminator, which means that it is insensitive to

navigation data bits. The output, ϵ, of the arctangent discriminator is written as,

ϵ = tan−1

(
Q(t)

I(t)

)
(2.9)

where I(t) and Q(t) are the in-phase and quadrature signals, respectively. As men-

tioned in the previous section, under normal operation, the navigation data bits are

present in I(t). Therefore, the sign of I(t) will periodically change during PLL op-

eration. To provide a coherent command input to the NCO, it is essential that the

PLL discriminator be of the Costas type. Some additional examples of Costas and

non-Costas discriminators are shown in [Kap06]

Discriminators also have a pull-in region, which will play a role PLL perfor-

mance (discussed in Chapter 4). Figure 2.4 below shows the output of the arctangent

discriminator as a function of the true phase error between the input and replica sig-

nals. This discriminator has a pull-in region of ±90 degrees. If the pull-in region of

the discriminator is exceeded, the phase error estimate will be affected, and can cause

the PLL to “slip” by one or more cycles (i.e. cycle slip).

2.2.2 Coherent averaging. The goal of the PLL averaging operation is to keep

the phase error within the pull-in region of the discriminator function. Averaging

reduces the effect of additive white Gaussian noise (AWGN) prior to the estimation

of the phase error between the input and replica signals by the discriminator func-

tion. Under nominal signal strength (on the order of C/N0 = 45 dB-Hz) a coherent

averaging time of Tco = 1 ms is sufficient [Bor06].

As AWGN levels increase, the averaging time can be extended to 20 ms, which
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Figure 2.4. Inverse tangent discriminator output as a function of true phase error

is the length of a navigation data bit. However, before this can be done, it is impor-

tant to perform bit synchronization. The bit synchronization procedure is outlined

in [Bor06]. The goal is to align the integration windows with the navigation data

bits, to prevent averaging across data bit transitions, which can decrease the result-

ing signal power. Since navigation data bits are generally unknown prior to decoding,

20 ms is the longest coherent averaging time that can be used without modifying the

PLL. Averaging will be extended well beyond the data bit length in Chapter 5.

2.2.3 The NCO and oscillator phase noise. The numerically controlled

oscillator (NCO) is a digital frequency synthesizer, which creates a digital replica of

the input carrier waveform. Frequency synthesizers use a reference oscillator to gen-

erate a carrier wave. If the generated carrier wave frequency needs to be larger than

that of the reference oscillator, then the process is called frequency multiplication.

Otherwise, it is called frequency division [Kap06, p. 161].

The NCO acts as a frequency divider, since the IF is typically smaller than the
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reference clock frequency (usually 10 MHz). This differs from the frequency synthesis

performed in the receiver front-end. The frequency synthesizer in the front-end is a

frequency multiplier, and generates a continuous waveform. The receiver clock is a

reference input to both. Note that in general, an NCO can be part of a Direct Digital

Synthesizer (DDS) which converts the digital signal to analog [Al-06, p. 27, 152].

Reference oscillators do not create perfect waveforms. Their performance spec-

ifications are typically given in the form of phase-noise power spectral density (PSD)

and Allan variance figures, as well as long-term stability [Rub09, Ins99]. The rea-

son it is necessary to distinguish between frequency division and multiplication is

because these processes affect the phase-noise perceived by the receiver differently.

Additional information on frequency synthesis is provided in [Gar05, Ega00, Kro03,

Aro05] [Hol07, p. 299]. The phase noise in fractional-N frequency synthesizers is dis-

cussed in [Aro05] [Osm07]. And, phase noise in GNSS receivers is treated in [Reb06].

In general, the receiver clock phase-noise can be modeled as a disturbance on

the NCO output [Cha13]. In this work, the PLL is implemented in a software defined

receiver (SDR), and thus there is no phase-noise contribution from the NCO. The

effect of both satellite and receiver oscillator phase noise will enter the PLL through

the input signal (due to mixing the the receiver front-end).

Even though the GPS PLL is digital, it is traditionally designed in the con-

tinuous domain and then transformed to the digital domain [Bor06]. In the following

section, the traditional linear model of the PLL is introduced.

2.3 Linear PLL Model

The advantage of a linear PLL model is that it may be analyzed using conven-

tional control system techniques. Figure 2.5 shows the linear PLL model, where ψ

is the total phase after down-conversion by the receiver front-end, ψ̂ is the generated
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estimate of ψ, ϕ is the true phase error, and ñ is the additive white Gaussian noise

(AWGN) [Gar05].

The true phase error, ϕ, is not directly observable from the PLL block diagram

in Figure 2.3. In the non-linear PLL, an estimate of the phase error, called the

discriminator output ϵ, is obtained by first averaging data samples over TCO seconds,

and then passing the result through a phase detector function. As shown in Figure 2.5,

the discriminator output, ϵ, is an estimate of the phase error ϕ corrupted by noise ñ,

which is the noise that passes through the discriminator. A detailed treatment of the

noise in PLLs is provided in Chapter 4.

F (s) G(s)Σ Σ
φψ ǫ ψ̂+

−

ñ

Figure 2.5. PLL linear model

This feedback control system model is the result of linearizing the PLL about

zero phase error, and is assumed to only be valid when the phase error is below a

certain threshold. The performance threshold will be discussed in Section 3.1.

The loop filter, F (s), is a compensator used to achieve desired system response,

and it designates the ‘order’ of the phase lock loop [Kap06]. Again, the numerically

controlled oscillator (NCO), G(s), is the plant, which generates the replica carrier

signal.

2.3.1 Transfer functions. The closed-loop transfer function of the linear model

is given in [Cha13] and is repeated in equation 2.10. Using G(s) = 1/s for the NCO
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(because it is an integrator), the input-output transfer function for the system shown

in Figure 2.5 is,

H(s) =
ψ̂

ψ
=

F (s)G(s)

1 + F (s)G(s)
=

F (s)

s+ F (s)
(2.10)

The complementary, or error transfer function is,

He(s) =
ϕ

ψ
=

1

1 + F (s)G(s)
=

s

s+ F (s)
= 1−H(s) (2.11)

A third-order loop filter is considered in this work because of its ability to

handle dynamics, and additional design freedom compared to a second-order loop. It

has zero steady-state error to acceleration stress. However, there will be a steady-

state phase error for jerk stresses [Kap06]. The transfer function for a third-order

loop filter, denoted F3(s), is,

F3(s) =
b3w0,3s

2 + a3w
2
0,3s+ w3

0,3

s2
(2.12)

where a3, b3, and w0,3 are loop filter coefficients. Typical coefficient values can be

found in [Kap06, p. 180; Table 6.5], and values used in this work are discussed in

Section 2.3.2.

Substituting equation 2.12 into system transfer function equations 2.10 and 2.11,

these transfer functions become,

H3(s) =
F3(s)

s+ F3(s)
=

b3w0,3s
2 + a3w

2
0,3s+ w3

0,3

s3 + b3w0,3s2 + a3w2
0,3s+ w3

0,3

(2.13)

H3e(s) =
s

s+ F3(s)
=

s3

s3 + b3w0,3s2 + a3w2
0,3s+ w3

0,3

(2.14)

So, the loop filter coefficients a3, b3, and w0,3 are chosen based on the design

requirements. One design consideration is the equivalent noise bandwidth, often

simply referred to as the bandwidth.

2.3.2 Noise-equivalent bandwidth. The noise-equivalent bandwidth is the

“bandwidth of the ideal filter that would pass the same noise power as the filter
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under study”. The noise-equivalent bandwidth expressed in units of Hertz is [Mis06,

p. 478],

Bn =
1

2|H(0)|2

∫ ∞

−∞
|H(j2πf)|2 df (2.15)

where Bn denotes a one-sided bandwidth, and subscript n means that it is the noise-

equivalent bandwidth.

Equation 2.15 specifies the relationship between the bandwidth and loop filter

coefficients. For example, a first-order loop has a single loop filter coefficient. Sat-

isfying a bandwidth requirement would allow that single coefficient to be computed

using equation 2.15, thereby completing the loop filter design. Second and third order

loop filters offer additional design freedom. For a third-order loop, two loop filter co-

efficients in addition to the bandwidth must be specified. The third-order loop filter

coefficients used in this work are,

a3 = 1.1 (2.16)

b3 = 2.4 (2.17)

w0,3 = 0.7845Bn (2.18)

where, a3 and b3 are chosen to be the typical third-order loop filter coefficients speci-

fied in [Kap06, p. 180; Table 6.5]. Equation 2.18 is the result of using equations 2.16

and 2.17 in equation 2.15. The reason typical values for a3 and b3 are used is because

the focus of this work is not on the controller design.

2.4 Receiver Performance Measures

Numerous measures can be used to quantify GPS receiver performance. Some

commonly used measures include sensitivity, time to first fix (TTFF), position accu-

racy/repeatability, and tracking accuracy/repeatability [Nat16].

This dissertation focuses on sensitivity, which is a measure of the amount
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of additive noise that a receiver can tolerate. Sensitivity may be broken down into

acquisition sensitivity and tracking sensitivity. Acquisition sensitivity is the minimum

carrier-to-noise ratio (C/N0) at which the receiver is able to successfully acquire a

GPS satellite signal.

This work focuses specifically on tracking sensitivity, which is the minimum

carrier-to-noise ratio at which the receiver is able to successfully track a GPS satel-

lite. Since the motivating application of this work is GBAS reference stations, which

operate continuously, it is assumed that the receiver has been successfully tracking

for some time before an interference event occurs. The bit-error rate (BER) is closely

related to the tracking sensitivity, because it is a function of the carrier-to-noise ra-

tio [Raz08]. The bit error rate calculation is shown in [Skl01, Hol07]. The PLL is

more sensitive than DLL, which is why the PLL is the focus of this work. There are

both linear and non-linear approaches to determine the carrier tracking performance.

2.4.1 Non-linear analysis. Non-linear PLL analysis techniques strive to deter-

mine the mean time between cycle slips (MTCS), or mean time until the first slip by

studying non-linear PLL operation. This is an extremely challenging problem, and an

analytical solution only exists for simple first-order PLL models. Higher-order PLLs,

such as those used in GPS signal processing, require time consuming simulation. A

survey of non-linear results is presented in [Gar05, p.132]. The analytical solution

for the first-order loop involves integrating the Fokker-Planck equation (a stochastic

partial differential equation), which describes how the phase error probability den-

sity function evolves over time [Vit67, p.96]. The Fokker-Planck equation is derived

in [Spi77, p.368-383] [Hol82, p.94].

In [Hum10], the authors show results indicating that the MTCS for a GPS

PLL can be accurately represented using the result from the first-order PLL non-linear

theory. These results contradict those in [Ste95], which demonstrate that higher-order
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loops (i.e. 2nd and 3rd order) show deteriorated MTCS performance compared to a

first order loop. It is possible that the loop filter designs used in [Hum10] and [Ste95]

vary, and are causing the discrepancy between the results.

Another drawback to non-linear methods is that they only consider the effects

of additive noise. Clock phase-noise and signal dynamic effects cannot be studied

analytically. The objective of this work is to develop the PLL analysis tools required

to design PLLs capable to tracking through RFI events, while reducing the need for

time-consuming simulations and experimental validation. Therefore, the following

chapter will introduce linear PLL analysis methods. The advantage of linear methods

is that clock phase-noise and signal dynamics can be included, in addition to AWGN.
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CHAPTER 3

PHASE-LOCK LOOP TRACKING PERFORMANCE

Linear phase-lock loop analysis techniques are presented in this chapter. First,

the popular phase jitter metric is introduced. Then, the effects of satellite motion

and nominal ionosphere, which have not been considered in prior linear analysis, are

evaluated. This allows the minimum theoretical PLL bandwidth to be computed.

Experimental results are used to validate the phase jitter analysis. While this lin-

ear analysis works well under nominal signal power, it is shown that phase jitter

metric is not an accurate indicator of PLL performance in the presence of wideband

interference.

3.1 Phase Jitter Performance Metric

A commonly used test for analyzing tracking performance in the presence of

dominant sources of error is often referred to as the total phase jitter rule. This rule

states that the “three-sigma jitter must not exceed one-fourth of the phase pull-in

range of the PLL discriminator” [Kap06, p. 184]. For an inverse-tangent discriminator

with an pull-in range of 180 degrees, this metric can be expressed (in units of degrees)

as,

3σPLL = 3σϕ + θe ≤ 45 (3.1)

where σPLL is the total phase jitter, σϕ is the standard deviation of phase error (from

all sources, including clocks and thermal noise), and θe is the phase error caused by

dynamic stresses. Since this work focuses on stationary receivers, dynamic stresses

will be neglected.

Nominal contributions to phase jitter typically include satellite and receiver
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clock errors, and thermal noise [Geb05, Cha13]. Note that, σϕ, corresponds to the

standard deviation of phase error, ϕ, in Figure 2.5. The contribution due to additive

white noise, σ2
ϕ,n, derived in [Van96], can be expressed as,

σ2
ϕ,n =

Bn

(C/N0)

[
1 +

1

2Tco(C/N0)

]
(3.2)

where, Bn is the single sided PLL bandwidth, C/N0 is the carrier-to-noise ratio, and

Tco is the coherent integration time. The phase noise due to oscillator instabilities,

σ2
ϕ,clk, is split into components due to satellite and receiver clocks as,

σ2
ϕ,clk = σ2

ϕ,nsv
+ σ2

ϕ,nrx
(3.3)

with,

σ2
ϕ,nsv

=

∫ ∞

0

|1−H(j2πf)|2Ssv(f) df (3.4)

σ2
ϕ,nrx

=

∫ ∞

0

|1−H(j2πf)|2Srx(f) df (3.5)

where Ssv(f) and Srx(f) are the single-sided phase error PSDs for the satellite and

receiver clocks, respectively [Geb05].

3.1.1 Receiver Clock Aiding. The clock phase noise power spectral density

(PSD), needed for satellite and receiver clocks in equations 3.4 and 3.5, is modeled

using a power law as [Cha13, Mis06],

S(f) = h0f
0 + h1f

−1 + h2f
−2 + h3f

−3 + h4f
−4 (3.6)

where S(f) is in units of dB/Hz, f is in Hertz, and h coefficients for several common

crystal and atomic oscillators are given in Table 3.1. Power law coefficents for the

temperature compensated crystal oscillator (TCXO) and oven controlled crystal oscil-

lator (OCXO) are taken from [Mis06], and the rubidium model is from [Cha13]. The

LPFRS model corresponds to the SpectraTime LPFRS-01/AV1 rubidium oscillator

used when collecting experimental data, and the coefficient computation is detailed

in Appendix A.
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Table 3.1. Clock model power spectral density (PSD) coefficients

Coefficient TCXO OCXO Rubidium LPFRS

h0 5.0× 10−8 5.5× 10−8 5.0× 10−8 5.0× 10−8

h1 6.2× 10−5 5.0× 10−5 6.2× 10−5 6.2× 10−5

h2 9.6× 10−4 6.5× 10−4 5.3× 10−8 5.3× 10−4

h3 6.0× 10−3 9.0× 10−7 0 6.9× 10−4

h4 6.0× 10−4 1.0× 10−7 1.2× 10−17 1.2× 10−10

The phase noise power spectral densities (PSDs) for these clocks are shown

in Figure 3.1. Note that all PSDs coincide at high frequencies. This is because

frequency synthesis is taken into account, and the synthesizer’s voltage controlled

oscillator (VCO) dominates at higher frequencies. More information on phase noise

in frequency synthesizers is available in [Aro05, Osm07]. While a rubidium clock

remains stable (i.e., does not drift) over longer periods of time relative to a crystal

oscillator, it does not necessarily have lower phase-noise. This is evident in Figure 3.1,

where the PSD of our rubidium oscillator lies between the TCXO and OCXO. When

choosing a reference oscillator, priority should be placed on frequency stability as well

as low phase-noise to reduce its effect on the standard deviation of tracking error.

Prior work [Geb05, Raz08] has used very conservative methods to compute

power law model h coefficients for space vehicle (SV) clocks. The authors essentially

shifted the TXCO PSD curve such that it passes through a single point specified

by the GPS Standard Positioning Service (SPS) document [Dep08]. The result is a

PSD curve that completely upper bounds that of the TCXO clock. This is extremely

conservative considering that satellites are equipped with rubidium (or cesium) atomic

oscillators [Dep08]. Therefore, the authors divided the resulting PSD by a factor of

100 to reduce the conservatism. However, this would create a PSD which is lower

than the TCXO/OCXO PSD for high frequencies. This is not a realistic PSD curve
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because, as previously discussed, high-frequency phase-noise is dominated by the

VCO in the frequency synthesizer.
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Figure 3.1. Receiver clock power spectral density (PSD) comparison

Since GPS satellites are equipped with either cesium or rubidium atomic

clocks, we assume that the SV clocks have a PSD representative of a rubidium atomic

oscillator. In addition, in this work, we consider atomic clocks for use as receiver refer-

ence oscillators because they are becoming increasingly affordable and compact, and

have high frequency stability compared to crystal oscillators. Even though this work

focuses on stationary users, chip scale atomic clocks (CSACs) are available, and well

suited for mobile navigation applications [Ste15, Cha13].

3.2 PLL Error Response

The third-order loop filter will not have steady-state tracking error due to

acceleration. However, it will have a steady state error due to jerk. In addition, there

are transient tracking errors due to step, ramp and acceleration inputs.
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The maximum errors (due to dynamic stresses) are difficult to compute. To

overcome this issue, a reasonable method is to use the steady-state error due to

dynamic stress to approximate the worst case errors. This assumption is reasonable

for the typical loop filter parameters used in this work (which were discussed in

Section 2.3.2) which result in very little overshoot for the closed loop system [Kap06].

So, the steady-state error is used as an approximation of the worst case error.

For constant jerk, kj, to the system in Figure 2.5, the input may be written

as,

φi(t) =
kj
6
t3u(t) ⇒ φi(s) =

kj
s4

(3.7)

where, t is time, u(t) is the unit step function, and s denotes the Laplace domain.

The steady state error due to constant jerk for a third-order PLL is written

as,

ess =
kj
w3

0,3

=
kj(0.7845)

3

B3
n

[m] (3.8)

where kj is in units of m/s3 [Kap06, p.189]. So, tightening the bandwidth Bn produces

a larger steady state error. In addition, the steady state error can be upper-bounded

(if the maximum jerk can be computed) as follows,

ess,max =
kj,max(0.4828)

B3
n

[m] (3.9)

=
360

(0.19)

kj,max(0.4828)

B3
n

[degL1] (3.10)

where kj,max is in units of m/s3.

The following sections discuss important sources of error and their impact on

the PLL. Satellite motion error (Section 3.3) and nominal ionosphere (Section 3.4)

are modelled as dynamic stresses. Finally, all contributions to total phase jitter are

assembled in Section 3.5, where the minimum theoretical bandwidth is determined.
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3.3 SV Motion

Satellite motion must be tracked with low phase error if we wish to use GPS

positioning. SV motion, is a vital/integral part of GPS operation and allows for

measurements taken over time to improve static positioning capability. For our third-

order PLL, the jerk due to SV motion is accounted for as a dynamic stress because

it cannot be analyzed in a statistical sense. Equation 3.10 provides the ability to

compute an upper bound on the impact of SV motion on the PLL phase jitter.

However, the maximum global jerk kj,max due to SV motion must be determined.

Satellite motion causes the user-to-satellite range to vary smoothly other time,

so it is not expected that the maximum jerk will be very large (i.e. or a dominant

source of jitter at all bandwidths). However, when attempting to tighten bandwidth

to the extreme, SV motion cannot be neglected if an accurate theoretical computation

of minimum bandwidth is desired. In other words, for very small bandwidths it may

become a non-negligible contribution to phase jitter.

To compute jerk due to satellite motion, user-to-satellite range is triple differ-

entiated with respect to time [Van96, p. 389]. For illustration purposes, Figure 3.2

shows the range as a function of time for PRN 4 and 7 (computed using the GPS

Standard Positioning Service (SPS) almanac [Dep08]) for a stationary user located at

35N, -150E. After numerically differentiating three times, the resulting jerk profiles

are shown in Figure 3.3. Then, for this example, the maximum absolute jerk value

for each PRN can be determined, followed by the maximum overall jerk for any PRN.

To compute the maximum global jerk, a simulation is conducted using all

satellites, and computing range to each satellite over a 24 hour period, for a grid of

1825 locations. Locations from −60N to 60N latitude in 5 degree increments, and 5



35

8 10 12 14 16 18
2

2.1

2.2

2.3

2.4

2.5

2.6
x 10

4

Time (hours) after 1:00 UTC on 12/1/1995

R
an

ge
 (

km
)

Location: 35N, −150E

 

 

PRN 4
PRN 7
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degree longitude increments were used. The maximum global satellite motion jerk

computed using the almanac is determined to be kj,max = 2.21 × 10−5 m/s3. Using

a recent broadcast ephemeris, the maximum jerk is kj,max = 2.64 × 10−5 m/s3. The

maximum jerk values computed using the almanac and ephemeris are very similar.

Since the broadcast ephemeris jerk value is larger, it is used in the remainder of the

phase jitter analysis.

Figure 3.4 shows steady state error due to satellite motion jerk versus loop

bandwidth computed using equation 3.10. The steady state error is given in degrees

L1.
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Figure 3.4. Steady State error due to max global jerk due to SV motion, in degrees
L1

The range of bandwidth in Figure 3.4 is less than 1 Hz. At a 0.1 Hz bandwidth,

the error is roughly 24 degrees L1, which corresponds to about 13mm. It seems that

this error alone would exceed the phase jitter threshold. However, dynamic stresses

are weakened by a factor of 3 in the phase jitter equation (equation 3.1). For typical

PLL bandwidths, about 25 Hz, the jerk due to satellite motion is not a significant con-
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tribution to total phase jitter, which is why some other theoretical analyses, [Raz08],

[Geb05], were reasonably accurate without including this error source. Again, since

this work seeks the minimum theoretical bandwidth (to reject as much wideband

interference as possible), SV motion will become a significant contribution to phase

jitter.

3.4 Nominal Ionosphere

Another important dynamic stress error is that due to the nominal ionosphere.

Nominal ionosphere does not include ionospheric fronts, anomalies or scintillation.

The existing method to model the nominal ionosphere error for a third-order loop

involves using the steady state error equation (approximately worst case) for a first-

order loop [Van96, p.389],

θe,iono =
2π∆fmax

4Bn

[rad] =
360∆fmax

4Bn

[deg] (3.11)

where, an upper bound on the frequency shift, ∆fmax, caused by the ionosphere is

0.085 Hz for a stationary GPS user [Van96, p. 495]. This model has been implemented

in [Raz08], where the result was significant phase jitter due to the ionosphere for

bandwidths less than 1 Hz.

The conventional model proposed in [Van96] is believed to be unrealistically

conservative because it assumes that the ionosphere would cause an abrupt frequency

shift. On a global scale, large spatial gradients may be observed in the total electron

content (TEC) in the ionosphere. However, as the user-to-satellite line of sight (LOS)

changes smoothly with time, the observed changes in TEC should also vary continu-

ously with time. This would imply a smoothly changing delay on L1, and therefore

a lower jerk error than predicted by the previous model.

In this work, the international reference ionosphere (IRI) 2012 model is used
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to determine the maximum jerk due to the nominal ionosphere [Bil14]. Then, the

dynamic stress equation 3.10 can be used to compute the ionospheric contribution

to phase jitter. So, this simulation parallels the one done for the satellite motion

problem.

To begin, for a given user location and time of day, the IRI model is used

to compute electron densities at points within the ionosphere along the user-satellite

LOS. This is illustrated in Figure 3.5, with discretized points in the ionosphere,

between 65 km and 2000 km altitude.

user receiver

SV

65 km

2000 km

Ionosphere

Figure 3.5. Discretized points in ionosphere along LOS, at which electron densities
are computed

The electron density, Ne, is integrated along the LOS to approximate the slant

TEC content,

TEC =
∑

Ne∆l (3.12)

where ∆l is the distance between discretized points in the ionosphere. Finally, the

ionospheric delay on L1 (in meters) can be determined as [Mis06],

Iρ =
40.3 TEC

f 2
L1

(3.13)
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This was for a single user location and time. Propagating SV geometry forward

in time, the iono delay as a function of time can be determined. Then, it is a matter

of triple-differentiating with respect to time, and determining the maximum value

of jerk. Again, this procedure is analogous to what was done for SV motion jerk.

Figure 3.6 depicts a sample computation of the delay on L1 frequency caused by the

ionosphere. Figure 3.7 is the jerk profile resulting from triple-differentiating the curve

in Figure 3.6 with respect to time.
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Figure 3.6. Example illustrating ionospheric delay on L1

Ideally, to compute the maximum global jerk due to nominal ionosphere using

the IRI2012 model, another 24 hour simulation using a grid of 1825 locations would be

used. However, this was not feasible due to computational burdens. Instead, a single

worst-case (geomagnetic) equatorial location, 5 degrees North, 0 degrees East, was

used. In addition the year 2001 is simulated using the IRI model, which corresponds

to solar maximum. And, to maximize the probability of capturing large dynamics

in nominal TEC content, the hours 4:00-8:00 UTC, are simulated for all 24 satellites
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Figure 3.7. Example illustrating jerk due to nominal ionosphere

in the nominal GPS constellation. This time period places the early morning TEC

gradient directly overhead of the equatorial location.

The maximum jerk due to the ionosphere observed through this simulation

is kj,max = 1.15 × 10−7 m/s3. So, based on the IRI model, the jerk due to nominal

ionospheric is less than that due to SV motion.

3.5 Minimum Theoretical Bandwidth Results

To reject the maximum level of wideband interference (i.e. white noise) the

goal in this section is to determine the minimum allowable PLL bandwidth that

satisfies a phase jitter threshold of 10 degrees. Figure 3.8 shows the contributions to

total phase jitter plotted separately. Dynamic stresses are divided by a factor of 3,

according to equation 3.1. The thermal noise curve is plotted for C/N0 = 30 dB-Hz

and TCO = 1 ms. This figure illustrates the trade-off between noise performance and
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dynamic performance. The contribution to total phase jitter due to thermal noise

decreases as PLL bandwidth is decreased. However, the contributions due to SV

and receiver clock noise as well as dynamic stresses (due to SV motion and nominal

ionosphere) increase as the bandwidth is decreased.
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Figure 3.8. Contribution to phase jitter

The sources of phase jitter typically used in the design of stationary PLLs

include receiver thermal noise, as well as satellite and receiver clock noise [Cha13].

Figure 3.9 shows the resulting total phase jitter (computed using equation 3.1) when

only these sources are considered. The less conservative rubidium PSD is used to

represent the PSD of satellite clocks. TCXO and rubidium receiver clock results (blue

and red curves repectively) are plotted for varying carrier-to-noise ratios between

20 and 40 dB-Hz to show how the presence of wideband interference affects the

results. As an example, this theory indicates that when using a rubidium oscillator,

bandwidths less than 0.4 Hz, and down to at least 0.1 Hz, are achievable for a 20 dB-

Hz carrier-to-noise ratio.

Now, putting all the contributions in Figure 3.8 together, including satellite

motion and nominal ionosphere, and using the total phase jitter rule, equation 3.1,
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Figure 3.9. Total phase jitter with nominal contributions only

yields Figure 3.10. Both TCXO and rubidium receiver oscillator results are plotted

(again, blue and red curves repectively), including the effects of dynamic stresses

due to SV motion and nominal ionosphere. Multiple phase jitter curves are shown,

with carrier-to-noise ratios varying between 15 and 40 dB-Hz, to show the impact of

wideband interference.

Comparing Figures 3.10 and 3.9, the TCXO results appear very similar. How-

ever, there is a noticeable increase in total phase jitter for rubidium results when PLL

bandwidth is tightened below about 0.2 Hz. For example, Figure 3.10 shows that for

a 20 dB-Hz carrier-to-noise ratio, the PLL bandwidth must be roughly between 0.15-

0.4 Hz to satisfy the phase jitter metric. Comparing this result to that of Figure 3.9,

it is clear that the addition of dynamics stresses due to satellite motion and nominal

ionosphere are responsible for the lower bandwidth limitation.

The theoretical system performance from Figure 3.10 predicts reliable tracking
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Figure 3.10. Total phase jitter

at a carrier-to-noise ratio of 25 dB-Hz using a rubidium oscillator and PLL bandwidth

of 0.25 Hz. This result is in the absence of ionospheric scintillation.

3.6 Experimental Validation and Results

In this section, experimental results are used in an attempt to validate the

theoretical analysis. The experimental data is collected using a signal generator and

saved for post-processing.

Note that the phase error, ϕ, as defined in Figure 2.5 cannot be measured

directly. Only the discriminator output, ϵ, is available from experimental results.

There is an existing method, derived in [Raz08], to estimate the variance of phase

jitter from the variance of the discriminator output. This method is discussed in

Section 3.7.

It is possible to determine whether the receiver PLL is tracking properly by

looking at the tracking error. So, to begin, tracking error results are discussed. Then,
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Figure 3.11. Experimental Setup

in Section 3.7, the relationship between tracking error and the phase jitter theory is

analyzed.

3.6.1 Experimental setup. The experimental setup is shown in Figure 3.11.

The experiments are performed using an RF signal generator (Spectracom GSG-6)

to directly simulate a GPS signal with wideband interference, which is realized as

a deteriorated carrier-to-noise ratio. A commercially available rubidium clock, the

Spectratime LPFRS-01/AV1 rubidium oscillator (10 MHz), is used as an external

reference clock for the signal generator. The signal generator reproduces the effects

of satellite motion and satellite clock dynamics.

The simulated signal enters into a GPS RF front-end based on the Universal

Software Radio Peripheral (USRP) N200, with a DBSRX2 daughterboard (produced

by Ettus Research). The USRP also uses an external reference clock input from an-
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other Spectratime LPFRS-01/AV1 rubidium oscillator. The front-end, saves complex

data samples (i.e. in-phase and quadrature) for post-processing.

The saved data is post-processed in Matlab using a software-defined receiver

(SDR) based on [Bor06]. A second-order unaided delay-lock loop (DLL) with 2 Hz

bandwidth is used throughout this work. Signal acquisition is performed at a nominal

45 dB-Hz carrier-to-noise ratio. Acquisition under interference conditions is a difficult

problem, and is addressed in [Tsu05]. The focus of this work is on the PLL’s ability to

track in the presence of wideband interference. For this reason, after the PLL has been

locked onto the signal for some time, the carrier-to-noise ratio is rapidly decreased to

the desired C/N0 to simulate a sudden onset wideband interference scenario.

3.6.2 Effect of receiver clock quality. To emphasize the advantage of using

low phase noise oscillators for receivers, the discriminator output at a nominal carrier-

to-noise ratio of C/N0 = 45 dB-Hz (no interference present) is first investigated. The

DO over time is output from the software-defined receiver (SDR). The 2σ DO is

computed for two example PRNs (i.e. receiver channels) and plotted for various PLL

bandwidths in Figure 3.12. The blue curves correspond to the TCXO built into the

USRP front-end. The rubidium LPFRS-01 clock results are shown in red.

Even under a nominal carrier-to-noise ratio, the TCXO built into the USRP

N200 does not allow bandwidths to be tightened below approximately 10 Hz, at which

point the 2σ tracking noise grows rapidly. Using a rubidium (LPFRS-01) oscillator

allows the PLL bandwidth to be tightened to 0.15 Hz without large increases in track-

ing noise. These results support the conclusions in [Guo12], that the USRP TCXO

is not well suited for GPS applications due to its relatively large phase noise. For

this reason, the LPFRS-01 rubidium oscillator will be used as the receiver reference
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Figure 3.12. Discriminator output versus bandwidth for nominal C/N0

oscillator for the remainder of this dissertation.

3.6.3 Performance validation. Experimental results are now used in an

attempt to validate the theoretical results from Section 3.5. A wideband interference

scenario is simulated as additional noise (or weaker signal). This is accomplished by

reducing the output power of the Spectracom signal generator. This is in contrast

to prior work [Cha13], which simulated interference in Matlab by adding numerically

generated noise to the intermediate frequency data samples from the receiver front-

end. Again, a rubidium oscillator is used as a reference for the receiver front-end, as

well as for the signal generator.

Figure 3.13 shows the discriminator output plotted over time for two example

PRNs, using a coherent average time TCO = 1 ms. After roughly 72 seconds, the

carrier to noise ratio is reduced to 25 dB-Hz (based on results in Section 3.5) to

simulate the abrupt onset of wideband interference.
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Figure 3.13. Discriminator output versus time for TCO = 1 ms

In Figure 3.13, the presence of interference causes the peak-to-peak discrim-

inator output to increase from less than 30 degrees, to at least 90 degrees. The 2σ

DO is over 90 degrees.

This is not a good example of robust tracking in the presence of interference.

In this example, the PLL is constantly cycle-slipping once interference is introduced.

It will be shown in Chapter 4 that when the discriminator output reaches 90 degrees

the PLL will cycle slip.

Therefore, these experimental results show that the PLL is losing lock earlier

than predicted by the total phase jitter theory. The PLL linear model is based

on the assumption that both DO and phase error are small. This assumption is

used to generate the loop transfer function used in that analysis. However, in this

example, the DO is clearly not small. So the validity of the linear model in this case

is questionable.
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To improve the tracking results, and ensure the validity of the linear PLL

model, the tracking error should be reduced. To do so, the coherent average time is

increased from 1 ms to 20 ms. Figure 3.14 shows the same DO results over time as

Figure 3.13, but for TCO = 20 ms. This additional averaging reduces the noise and

allows the receiver to track.
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Figure 3.14. Discriminator output versus time for TCO = 20 ms

In this case, the 2σ tracking noise is less than 30 degrees, which is indicative

of continuous carrier phase tracking. But, why does the PLL lose lock earlier than

predicted by the total phase jitter metric? This raises questions as to whether the

phase jitter is a conservative metric. Chapter 4 will explain in detail the shortcomings

of the jitter metric, and introduce a new PLL performance metric based on the DO.

3.7 Converting DO Variance to Phase Jitter

A procedure was developed in [Raz08] to estimate the variance of total phase

jitter from the variance of the discriminator output. Figure 3.15 shows the estimated
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phase jitter from experimental results plotted over the theoretical phase jitter curves.
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Figure 3.15. Comparison between theoretical and estimated phase jitter

Both the nominal 45 dB-Hz carrier-to-noise ratio as well as the 25 dB-Hz

interference scenario are shown. Two concerns are raised by these results. The first

is that, for both cases, the experimentally estimated phase jitter does not match

well with the theoretical computation. However, the more important concern is that

the estimated jitter results for C/N0 = 25 dB-Hz are below the threshold for PLL

bandwidths of 2 Hz and less. This would indicate that the loop is operating in its

linear region. However, we already know from Figure 3.13 that the tracking error is

very large for this case. And, in fact, the PLL is not reliably tracking carrier phase.

3.8 Disadvantages of the Phase Jitter Metric The phase jitter metric is a

useful tool for designing phase-lock loops under nominal noise conditions. However,

experimental results from prior work [Ste15, Cha13, Raz08, Tsu15] consistently show

that in experiments, loss of lock occurs at C/N0 values that are higher than predicted

by the jitter metric. So, it does not appear to be a sufficient measure of phase-lock

under interference conditions.
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Based on analysis using the phase jitter metric, Razavi et al. [Raz08] claim

that “increasing coherent averaging time does not lower the C/N of the GPS signal

which can be tracked if a tan−1 discriminator is used.” Chapter 4, explains why

increasing coherent averaging time does not affect the phase jitter. However, it also

shows that increasing coherent averaging time does affect the DO, and it is argued

that the DO is a more reliable lock indicator metric for cycle slips. This new metric,

used in conjunction with an augmented PLL linear model, will help explain why

increasing coherent averaging time is essential for maintaining lock in interference

environments. The conclusions are supported by theoretical and experimental results,

as well as [Kap06, p. 159].
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CHAPTER 4

PLL PERFORMANCE METRIC BASED ON THE DISCRIMINATOR OUTPUT

In this chapter, an augmented linear model, which includes the effects of co-

herent averaging, will be derived. First, insight into the augmented linear model will

be gained, which will help to justify a new PLL design metric based on the variance

of the PLL discriminator output (DO). Then, the DO metric will be compared with

the phase jitter metric, to highlight its advantages over the latter. The DO metric

is shown to be a more reliable indicator of phase-lock under interference conditions

than the phase jitter metric.

4.1 Augmented PLL Linear Model

The augmented linear model derived in this section is functionally similar to

that in [Hum05]. However, including the effect of coherent averaging does not affect

the results in [Hum05] because the authors focus on the phase jitter. (Section 4.2

will explain why the phase jitter is unaffected). In this work, the effect of coherent

averaging is included in the linear model specifically to allow a more precise calculation

of the DO variance.

The derivation that follows assumes “small” levels of additive white Gaussian

noise (AWGN), or “high” C/N0. It is anticipated that the model will likely break

down for low carrier-to-noise ratios we are interested in. However, Section 4.4 will

show that the linear model produces accurate results at much lower carrier-to-noise

ratios than expected [Ste18].

The PLL input signal y(t), following code wipe-off, may be written as,

y(t) =
√
2A cos(ωIF t+ ψ(t)) + n(t) (4.1)
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where A is the RMS amplitude, and n(t) is assumed AWGN (it is actually band-passed

in the front-end, but the PLL bandwidth is much smaller, so AWGN is assumed for

simplicity). The navigation dataD(t−τ) are not included in equation 4.1 because it is

assumed that the data bit value does not change during a coherent averaging period.

This can be ensured by using coherent averaging times of less than the duration of

one bit.

Note that the additive noise can also be written as,

n(t) =
√
2nI(t) cos(ωIF t)−

√
2nQ(t) sin(ωIF t) (4.2)

where nI(t) and nQ(t) are independent WGN processes [Hay01, p. 64]. A proof is

provided in [Sak68, p.151-152]

The in-phase signal after mixing with the replica from equation 2.4 may be

written as,

I(t) = y(t)xI(t) (4.3)

= 2AK cos(ωIF t+ ψ(t)) cos(ωIF t+ ψ̂(t))

+ n(t)
√
2K cos(ωIF t+ ψ̂(t)) (4.4)

Substituting equation 4.2 for n(t), and using product-to-sum trigonometric

identities yields,

I(t) = AK cos(ψ(t)− ψ̂(t))

+K[nI(t) cos ψ̂(t) + nQ(t) sin ψ̂(t)] (4.5)

where the resultant higher-frequency components are neglected. They will be filtered

out by coherent averaging, which follows the mixing operation. Finally, defining the

phase error as ϕ(t) := ψ(t)− ψ̂(t), the in-phase signal is,

I(t) = AK
[
cosϕ(t) + n′

I(t)
]

(4.6)
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with,

n′
I(t) :=

1

A
[nI(t) cos ψ̂(t) + nQ(t) sin ψ̂(t)] (4.7)

Similarly, the quadrature signal may be written as,

Q(t) = y(t)xQ(t) (4.8)

= AK sin(ψ(t)− ψ̂(t))

+K[nQ(t) cos ψ̂(t)− nI(t) sin ψ̂(t)] (4.9)

Q(t) = AK
[
sinϕ(t) + n′

Q(t)
]

(4.10)

with,

n′
Q(t) :=

1

A
[nQ(t) cos ψ̂(t)− nI(t) sin ψ̂(t)] (4.11)

The IQ signals are then filtered in the coherent averaging operation (denoted

using angled brackets), and the discriminator output is computed as,

ϵ(t) := tan−1


⟨
Q(t)

⟩
⟨
I(t)

⟩
 (4.12)

Substituting equations 4.6 and 4.10 for I(t) and Q(t), respectively,

ϵ(t) = tan−1


⟨
sinϕ(t) + n′

Q(t)
⟩

⟨
cosϕ(t) + n′

I(t)
⟩
 (4.13)

To proceed further, a large carrier-to-noise ratio, C/N0, is considered, which

implies that the additive noise is small. Under this condition, it is assumed that

the PLL will be tracking properly, and therefore the phase error, ϕ(t), will be small.

Linearizing the sine and cosine terms, equation 4.13 may be written as,

ϵ(t) = tan−1


⟨
ϕ(t) + n′

Q(t)
⟩

⟨
1 + n′

I(t)
⟩

 (4.14)
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Now, the arctangent is linearized, and the attention is focused on the denom-

inator. First, note that the averaging applies only to the in-phase noise component.

In addition, the binomial theorem can be used because the noise is assumed to be

small.

ϵ(t) =

⟨
ϕ(t) + n′

Q(t)
⟩

1 +
⟨
n′
I(t)

⟩ (4.15)

≈
⟨
ϕ(t) + n′

Q(t)
⟩(

1−
⟨
n′
I(t)

⟩)
(4.16)

=
⟨ (
ϕ(t) + n′

Q(t)
) (

1−
⟨
n′
I(t)

⟩)⟩
(4.17)

=
⟨
ϕ(t) + n′

Q(t)− ϕ(t)
⟨
n′
I(t)

⟩
− n′

Q(t)
⟨
n′
I(t)

⟩⟩
(4.18)

Since the phase error, ϕ, and additive noise is small, the 2nd-order small terms

are neglected, resulting in,

ϵ(t) =
⟨
ϕ(t) + n′

Q(t)
⟩

(4.19)

Figure 4.1 shows the linear block diagram drawn from equation 4.19, where

the transfer functions C(s), F (s), and G(s) correspond to the coherent integration,

loop filter and NCO, respectively. It is worth noting that the differences between

this augmented linear model and the conventional linear model shown in Figure 2.5

is the additional effect of coherent averaging, C(s), and the additive noise term.

As previously stated, the coherent averaging is included to obtain a more accurate

transfer function from AWGN input to discriminator output, ϵ. The impact this

additional block has on transfer function computations is explained in Section 4.2.

In Figure 4.1, the AWGN input is represented by n′
Q, and since this work

implements the PLL in software, there is no phase-noise contribution from the NCO.

The phase-noise of both the receiver and satellite clocks will only enter the PLL

through the input phase process, ψ, due to mixing in the receiver front-end. When
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Figure 4.1. Augmented PLL linear model

working with traditional receivers, the added phase-noise contribution from the NCO

can easily be included. Its absence in our particular PLL implementation does not

affect the analysis techniques or conclusions reached using this linear model.

Ultimately, an expression of the variance of the discriminator output, σ2
ϵ is

desired. This variance can be computed using the Wiener–Khinchin theorem. To do

so, the transfer function from the noise and phase inputs to the discriminator output

is needed. This transfer function will be called the “DO transfer function”.

Using C(s) to denote the transfer function for the coherent averaging, the DO

transfer function, HDO, is,

HDO(s) =
C(s)

1 + C(s)F (s)G(s)
(4.20)

This transfer function describes the following input–error relation,

ϵ(s) = HDO(s)
(
n′
Q(s) + ψ(s)

)
(4.21)

Then, the variance of the discriminator output, ϵ, can be computed as,

σ2
ϵ =

∫ ∞

0

|HDO(j2πf)|2
(
Sni

(f) + Sclk(f)
)
df (4.22)

where Sni
(f) is the single-sided power spectral density (PSD) of the noise input, n′

Q,

and Sclk(f) is the single-sided PSD of clock phase noise.
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It can be shown that the relationship between the input noise PSD and carrier

to noise ratio is,

Sni
(f) =

1

(C/N0)
(4.23)

when A = 1 and K = 1; these values are chosen for convenience in our simulations.

Again, the modeling of oscillator phase noise PSDs was discussed in Section 3.1.1.

In addition, an expression for the variance of the phase error, σ2
ϕ is desired,

since this is the principal component of the phase jitter metric. The jitter metric has

been formally introduced in Section 3.1. The variance of the phase error, ϕ, can be

written as,

σ2
ϕ := σ2

ϕ,n + σ2
ϕ,clk (4.24)

where, σ2
ϕ,n represents the variance of ϕ due to AWGN, and σ2

ϕ,clk represents the

variance due to clock phase-noise. Using Figure 4.1, these variances may be written

as,

σ2
ϕ,n =

∫ ∞

0

|H(j2πf)|2 Sni
(f) df (4.25)

σ2
ϕ,clk =

∫ ∞

0

|1−H(j2πf)|2 Sclk(f) df (4.26)

with the transfer function from the noise input to the output,

H(s) =
C(s)F (s)G(s)

1 + C(s)F (s)G(s)
(4.27)

To evaluateH(s) andHDO(s), transfer functions C(s), F (s), and G(s) must be

defined. For simplicity, the integrate and dump operation (i.e., coherent averaging)

will be approximated using a moving average. The transfer function for a moving

average, derived in Appendix B, can be expressed as,

C(jω) =
T

Tco

1− e−jωTco

1− e−jωT
(4.28)
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where, T is the sampling period and Tco is the coherent integration time. The mag-

nitude of C(jω) can be shown to be a sinc function,

|C(jω)|2 = sinc2
(
ω
Tco
2

)
(4.29)

As defined in Chapter 2, the loop filter (3rd-order) and NCO transfer functions

are given by,

F3(jω) =
b3w0,3(jω)

2 + a3w
2
0,3(jω) + w3

0,3

(jω)2
(4.30)

G(jω) =
1

jω
(4.31)

A third-order loop filter is considered because of its superior ability to handle

dynamics, and additional design freedom compared to a second-order loop [Ste15]. It

has zero steady-state error to acceleration stress. However, there will be a steady-state

phase error for jerk stresses [Kap06].

The loop filter coefficients a3, b3, and w0,3 are chosen based on the design re-

quirements. One important design consideration is the equivalent noise bandwidth,

often simply referred to as the bandwidth. As shown in the following section, mod-

ifying the PLL bandwidth will alter the loop filter transfer function, F (s), to meet

certain requirements based on noise performance.

4.2 Bandwidth and Averaging Time Effects

This section explains how PLL bandwidth and coherent averaging time af-

fect the magnitude of the input–output and tracking error transfer functions used in

equations 4.22 and 4.25.

Figure 4.2 shows the effect of PLL bandwidth on the input–output transfer

function for a given coherent averaging time Tco = 1 ms. The two curves represent

PLL bandwidths of 1 and 10 Hz. At higher frequencies, the effect of coherent averag-
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ing (represented by the sinc function) is unmistakable, with the first lobe of the sinc

function visible at about 1000 Hz. However, since the input–output transfer function

is already a low-pass filter, there is little additional attenuation due to the coherent

averaging (because the PLL noise bandwidth is much smaller than the bandwidth of

the coherent averaging operation). In contrast, tightening the PLL bandwidth has

a large impact on the transfer function magnitude curve, and results in a reduction

in the integral of the transfer function (provided in the figure legend). Furthermore,

note that equation 4.25 relates the transfer function integral to the variance of phase

error due to AWGN, σ2
ϕ,n. Therefore, tightening PLL bandwidth will reduce σ2

ϕ,n.

Figure 4.3 shows the same curves, but corresponding to a 20 ms coherent averaging

time. Again, a reduction in PLL bandwidth greatly affects the transfer function and

its integral, and therefore the phase error variance, σ2
ϕ,n.
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Figure 4.2. Effect of Tco and PLL bandwidth on input–output transfer function, 1 ms

Now, compare Figures 4.2 and 4.3 to one another. For a given PLL bandwidth,

increasing the coherent average time from 1 to 20 ms produces very little effect on the
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Figure 4.3. Effect of Tco and PLL bandwidth on input–output transfer function, 20
ms

transfer function integral (again, given in figure legends) in comparison to the effect

of tightening bandwidth.

These figures illustrate the conclusions reached using the total phase jitter

metric. When considering the effect of only AWGN, σ2
ϕ,n is the only component of,

and thus equivalent to, the total phase jitter metric. Tightening PLL bandwidth

should reduce the impact of AWGN on the phase error variance, thus improving the

PLL’s ability to continuously track carrier phase. Another conclusion, which is stated

in [Raz08], is that increasing coherent averaging time would not help improve tracking

ability/performance, since it does not significantly affect the phase error variance.

While the latter is true, later sections of this dissertation will show that increasing

coherent averaging time will definitely improve the PLL’s ability to continuously track

carrier phase in the presence of AWGN.
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Now, the same pair of figures can be examined, but for the discriminator

output transfer function. These are Figures 4.4 and 4.5. The trends are reversed in

this case. For a given PLL bandwidth, the averaging time significantly affects the

transfer function integration, and thus the outcome of equation 4.22. However, for a

given Tco, reducing the bandwidth does not have a significant impact in comparison.
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Figure 4.4. Effect of Tco and PLL bandwidth on DO transfer function, 1 ms

At higher frequencies, the coherent averaging is attenuating what would oth-

erwise be a high-pass filter (if the standard linear model was used). Again, the first

lobe of the sinc function is visible at about 1000 Hz in Figure 4.4. Compare this with

Figure 4.5 where the first lobe is at about 50 Hz. It is because of the addition of co-

herent averaging in the linear model that equation 4.22 can now be used to compute

a realistic value for the DO variance due to AWGN.

The next section shows these insights in graphical form, and validates that the
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Figure 4.5. Effect of Tco and PLL bandwidth on DO transfer function, 20 ms

DO variance is being accurately computed using the augmented linear model.

4.3 Validating Linear Model and Averaging Effects Using Simulated Data

This section validates the augmented linear model DO calculation, and the

effects of PLL bandwidth and coherent averaging time discussed in Section 4.2, using

numerically simulated data. A simulation is used because the effect of AWGN can be

isolated (without having to worry about clock phase noise).

An intermediate frequency (IF) signal with AWGN (similar to that which

would be output from a receiver front-end) is numerically generated and used as the

input to the software defined receiver’s (SDR) phase lock loop. The generated IF is

5 MHz and is sampled at 20 MHz, which makes it identical to the experimental data

which will be analyzed in Section 3.6; however, it does not contain the C/A code

and navigation data. The SDR PLL used to track the numerically generated signal
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is based on that provided with [Bor06].

Figure 4.6 shows the standard deviation of discriminator output versus PLL

bandwidth for both theory and simulation with a carrier-to-noise (C/N0) ratio of

45.5 dB-Hz. A relatively high C/N0 is used because the linear model was derived

assuming small levels of noise. However, in the following section, it will be shown that

the discriminator output computation is valid for much smaller C/N0, corresponding

to interference conditions. Coherent average times of 1 ms and 20 ms are shown.

Theory matches simulation very well at this relatively high C/N0. However when

Tco = 20 ms, there is a slight deviation between the two as σϵ begins to increase with

increasing bandwidth. This increase in standard deviation has been noted in prior

work [Raz08], and it does not affect the theoretical conclusions since it is not caused

by AWGN. It is caused by the PLL bandwidth approaching 1
2Tco

, the bandwidth

of the coherent averaging, which is leading to loop stability issues. The results in

Figure 4.6 clearly show that for a given Tco the discriminator output variance, σ2
ϵ ,

is not a function of the PLL bandwidth. However, increasing the coherent average

time significantly reduces σ2
ϵ . Since only AWGN is considered, this shows the best

performance possible, i.e., with a perfect oscillator.

Now, the standard deviation of the phase error, σϕ is examined. The true phase

error can easily be computed by differencing the PLL output from the simulated IF

phase, which allows a cycle slip to be easily detected. A cycle slip occurs if the true

phase error reaches one cycle, or 360 degrees.

Figure 4.7 shows the same curves as Figure 4.6, except with the phase error

standard deviation, σϕ, on the y-axis. In contrast to the previous results, σϕ is a

strong function of PLL bandwidth. On the other hand, coherent averaging time

produces little effect (ignoring the bandwidth phenomenon associated with a 20 ms

coherent averaging time). Additionally, the thermal noise term from the jitter metric,
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Figure 4.6. DO standard deviation vs. PLL bandwidth

equation 3.2, is plotted for 1 ms and 20 ms averaging times. Note that the jitter metric

curves coincide with the theoretical calculation using a 1 ms averaging time.

Figures 4.6 and 4.7 have validated the augmented PLL linear model derived in

Section 4.1, and confirmed a non-obvious effect indicated from the theoretical study

in Section 4.2; tightening bandwidth does reject noise on the phase error, but has no

effect on the discriminator output. This turns out to be an important issue, as will

be discussed next.

4.4 Tracking Error as a Design Metric

In this section, the phase error and discriminator output results are closely

examined by plotting σϕ versus σϵ. For the AWGN only case (as was considered thus

far) σϕ is equivalent to the jitter metric, as shown in Figure 4.7. Thus, essentially, the

jitter metric is plotted versus the proposed DO metric (i.e. the standard deviation of

DO).
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Figure 4.8 shows sigma phase error versus DO sigma for a 1 ms coherent aver-

aging time. Both theory and simulation results are presented. Each curve represents

a constant carrier-to-noise ratio, and varying PLL bandwidth. Note that reducing

PLL bandwidth reduces the sigma phase error, σϕ, but has little observable effect

on the DO. This means that, in Figure 4.8, decreasing σϕ corresponds to decreasing

bandwidth. Bandwidth for the theory ranges between 40 Hz and 0.1 Hz, while PLL

simulation is conducted for 30 s at bandwidths of 15, 5, 1, 0.5, and 0.2 Hz. The 15 de-

grees threshold on σϕ, corresponds to the standard jitter metric threshold [Kap06].

Both theory and simulation results agree well until the standard deviation of DO σϵ,

reaches about 40 degrees. For larger σϵ, theory and simulation do not match in either

σϕ or σϵ.

The solid black curve in Figure 4.8, corresponding to C/N0 = 25.5 dB-Hz,

shows that the jitter metric only exceeds the 15 degrees threshold for PLL bandwidths
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larger than 24 Hz. (This can be deduced by re-plotting Figure 4.7 for a 25.5 dB-

Hz carrier-to-noise ratio.) The phase jitter metric suggests that a PLL using any

of the bandwidths in the simulation would be able to track a carrier-to-noise ratio

of 25.5 dB-Hz. However, the simulation results show extremely large σϕ that do

not match theory, because the phase error is in fact non-stationary over the 30 s

simulation, and the PLL has lost lock. In addition, the standard deviation of DO

saturates at about 52 degrees, even though the linear theory predicts it to be much

larger. This phenomenon is explained in greater detail in Section 4.4.1.
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Figure 4.8. Sigma phase error vs. sigma DO, for Tco = 1 ms

Figure 4.9 shows σϕ versus σϵ, but for a 20 ms coherent averaging time. In

this case, the PLL is able to successfully track a 25.5 dB-Hz carrier-to-noise ratio.

Theory and simulation agree well down to this noise level. According to [Raz08],

increasing the coherent average time should not make a difference to the C/N0 that

can be tracked. However, Figures 4.8 and 4.9 show the opposite. Furthermore, the
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phase error standard deviation deviates from theory when the DO standard deviation

approaches its saturation level of 52 degrees.
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The theoretical computation of the standard deviation of phase error breaks

down as C/N0 decreases. However, the point at which this happens is dependent

on factors such as the coherent averaging time. Figures 4.8 and 4.9 illustrate what

has been observed in previous work [Ste15, Cha13, Raz08, Tsu15]. The phase jitter

metric does not accurately predict cycle slipping and loss of lock in the presence of

wideband interference. The results presented in this section suggest that the reason

why is related to the discriminator output standard deviation becoming saturated at

52 degrees. It is believed that this saturation is the result of the DO exceeding the

discriminator phase pull-in region (90 degrees for the arctangent discriminator) too

frequently. This idea is investigated in greater depth next.

4.4.1 Discriminator output probability distribution. To investigate the
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role of the discriminator in carrier tracking, the probability distribution of the DO is

determined analytically and examined for varying carrier-to-noise ratios.

Equation (4.14) is used to derive the DO probability distribution. In this

exercise, the phase error ϕ is assumed to be constant in time. Therefore, only n′
I(t)

and n′
Q(t) are random variables. Equation (4.14) can be written as,

ϵ(t) = tan−1

ϕ+
⟨
n′
Q(t)

⟩
1 +

⟨
n′
I(t)

⟩
 (4.32)

with the coherent averaging only affecting the additive noise terms. The argument

of the arctangent becomes a ratio of two Gaussian random variables with non-zero

means,

Z = tan−1

(
Y

X

)
(4.33)

with, Y ∼ N(ϕ , σ2
n′
Q
/N) and X ∼ N(1 , σ2

n′
I
/N), where N is the number of samples

being averaged. Random variables X and Y have the same variance (σ2
n′
I
= σ2

n′
Q
),

which is proportional to the carrier-to-noise ratio. The distribution of Z is derived in

Appendix C using a result from [Hin69], and is non-zero between ±90 degrees.

Figure 4.10 shows the discriminator output probability distribution for a 1 ms

coherent averaging time and (an example) true phase error, ϕ, of 10 degrees. The

distributions corresponding to three different carrier-to-noise ratios are plotted. The

figure legend includes the error with respect to the true phase error of five degrees (us-

ing the expected value to estimate the phase error), as well as the standard deviation

of the distribution.

In the absence of interference, for example, a carrier-to-noise ratio of 45.5 dB-

Hz, the DO has a very Gaussian-like distribution. The true phase error can be

accurately estimated from this distribution using the expected value. As the carrier-

to-noise ratio is decreased, the DO distribution approaches a uniform distribution.
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This makes it increasingly difficult for the loop filter (modeled by the expected value

operator in this example) to obtain a reasonable estimate of the true phase error.

The standard deviation of a uniform distribution over ±90 degrees is 52 degrees,

which matches with the maximum σϵ seen from simulation in Figure 4.8.

Examination of Figures 4.8–4.10 suggests that the discriminator pull-in re-

gion plays an important role in cycle-slipping, and that the jitter metric does not

adequately consider this effect.

While the jitter metric threshold is set based on the discriminator’s pull-in

region, the metric does not account for the effect of the AWGN (see Figure 4.1) on

the discriminator. As wideband interference levels increase, and C/N0 decreases, the

AWGN overwhelms the discriminator and the DO distribution approaches a uniform

distribution as shown in Figure 4.10.

This is likely the reason why the phase jitter metric is not a trustworthy design
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metric. The proposed metric based on the discriminator output uses a linear model

that includes coherent averaging. In addition, the threshold for this new metric is

based upon the discriminator’s characteristics. Therefore, both coherent averaging as

well as the discriminator are accounted for in the DO metric.

4.4.2 PLL performance metric based on the DO. The general form of the

proposed discriminator output performance metric is,

kσϵ + ϵD ≤ R (4.34)

where k is an inflation factor, ϵD is worst case dynamic stress (from all sources), and

R is the discriminator pull-in region (90 degrees for the arctangent discriminator).

The dynamic stresses can be accounted for in the same way as in the phase jitter

metric. The worst case discriminator output can be approximated by the steady

state value of the discriminator output due to a particular stressor. Practical values

of the inflation factor will be, k ≥ 2.

For example, with k = 2 and no dynamic stress, the metric becomes σϵ ≤

45 degrees. In other words, two-sigma DO must not exceed the discriminator’s pull-

in region. The DO distribution for this case roughly corresponds to the 25.5 dB-Hz

curve in Figure 4.10. The distribution is approaching a uniform distribution, so the

mean-time to cycle slip (MTCS) is likely not very long. This case can be used as

a quick feasibility check when designing PLLs. In practice, k should be inflated

to reduce the maximum tolerable DO standard deviation. This will yield a more

significant MTCS by ensuring that the DO distribution does not become uniform.

An example computation using the DO metric will be shown in Chapter 5

The results in this section have validated the augmented linear model (de-

veloped in Section 4.1) using simulation up until a 52 degree standard deviation of

DO. This threshold was shown to be significant in that it is representative of the DO
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distribution being uniformly distributed over the discriminator’s pull-in region. The

DO PLL performance metric was defined to guarantee the DO distribution does not

approach a uniform distribution.

The standard deviation of the discriminator output, has the potential to be

much more reliable as a PLL design metric than the phase jitter metric, σPLL (which

is equivalent to σϕ for the AWGN only case). However, in a realistic scenario, the

reference oscillator phase-noise will impact the DO and must also be accurately mod-

eled.

4.5 Experimental Results and Validation

To validate the theoretical results, including clock phase-noise effects, exper-

imental data are collected using a signal generator and receiver front-end, and pro-

cessed with a software defined receiver (SDR).

The same experimental setup described in Section 3.6 is used here. A Spec-

tracom GSG-6 series signal generator with a SpectraTime LPFRS-01/AV1 rubidium

reference oscillator is used to simulate GPS satellite signals. A USRP N200 with

DBSRX2 daughterboard and separate LPFRS reference oscillator is used as the GPS

receiver front end. The front-end outputs an IF signal at 5 MHz with a sampling

frequency of 20 MHz which is saved for post-processing. Finally, a software defined

receiver (SDR) based on that provided with [Bor06] is used to acquire and track the

signal. The signal is acquired with a 45.5 dB-Hz carrier-to-noise ratio, which is de-

creased to the desired level once PLL tracking is initiated to simulate a broadband

interference event.

Figure 4.11 shows experimental DO variance results for varying carrier-to-noise

ratios compared to theory, which now includes the effect of receiver clock phase-noise.

The phase-noise PSD corresponds to the LPFRS oscillator actually used (see Sec-
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tion 3.1.1). The theory is represented using solid curves while experimental results

are plotted using markers. There is very good agreement between theory and experi-

ment for PLL bandwidths greater than about 1 Hz. (Note that the AWGN and clock

phase-noise add directly in the new linear model. Thus, generally for high PLL band-

widths, the the additive white noise dominates.) However, at lower bandwidths where

the clock phase-noise model dominates, there is disagreement. The PSD power-law

model for the LPFRS oscillator computed using the method described in Appendix A

appears to be overly conservative.
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Figure 4.11. Experimental results with theory using Rb PSD model

Figure 4.12 shows the same experimental results compared to theory utilizing

the OCXO clock model PSD from Table 3.1. This phase-noise model is a much better

approximation to that of the actual oscillator. There is still a mismatch at low PLL

bandwidths for C/N0 = 45 dB-Hz, but the correspondence is better for lower carrier-

to-noise ratios. At 30.5 dB-Hz, the AWGN essentially dominates over the entire range

of PLL bandwidths.
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Accurately modeling oscillator phase-noise is necessary to determine the extent

to which the PLL bandwidth can be tightened. As shown in Section 4.3, this improves

the PLL output quality, and therefore will improve the quality of carrier-phase mea-

surements. A low phase-noise clock is desirable because it does not intensify the DO

standard deviation as much as a clock with higher phase-noise, and can tolerate more

interference at lower PLL bandwidths before the DO threshold is reached.
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CHAPTER 5

THE DISCRIMINATOR OUTPUT DISTRIBUTION

The DO metric developed in the previous chapter works well for averaging

times not exceeding the length of a navigation data bit. In this chapter, the effect

of extending PLL averaging beyond the data bit length is investigated. First, a

design example is used to illustrate use of the DO metric and motivate the need for

extended averaging under severe interference conditions. A detailed inspection of the

DO distribution reveals that the bias on the DO mean, and not the DO variance, is

the driving mechanism behind cycle slips. A scaling method is proposed as a way to

remove the bias and recover tracking performance. And, finally, a method to coast

through an interference event is proposed and demonstrated using time-differenced

carrier-phase measurements.

5.1 PLL Design Architecture

In this section, a PLL capable of maintaining continuous phase-lock during

interference events is designed using the discriminator output method proposed in

the previous chapter. This metric computes the variance of discriminator output, σϵ,

and was shown to be more indicative of phase-lock than the popular “phase jitter”

metric.

In the absence of dynamic stresses, the discriminator output performance met-

ric from equation 5.1 may be written as,

k σϵ ≤ R (5.1)

where k is an inflation factor, σϵ is computed using equation 4.22, and R is the

discriminator pull-in region (90 deg. for the arctangent discriminator).
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Practical values of the inflation factor will be, k ≥ 2. As σϵ increases (with

increased noise level), the discriminator output distribution approaches a uniform

distribution over the discriminator’s pull-in region, saturating at a standard deviation

of 52 degrees (corresponding to that of a uniform distribution) [Ste18]. At this point,

the discriminator is said to be in a “saturated” condition. This theory has been

validated by simulation in [Ste18], and will be further illustrated in the next section.

If the tracking error is uniformly distributed, the loop filter will not be able

to provide appropriate steering input to the NCO. Therefore, the mean-time to cycle

slip (MTCS) will likely be extremely short, if the PLL is able to maintain tracking

lock at all. For this reason, k should be inflated in practice to reduce the maximum

tolerable discriminator output standard deviation. This will yield a PLL design with

a longer MTCS, by ensuring that the discriminator output distribution does not

become uniform. The relationship between the inflation factor, k, and the MTCS

will be studied in future work. In this work, k ≈ 4 is used.

The following section illustrates the concept of discriminator saturation for

the case with additive white Gaussian noise (AWGN) only.

5.1.1 Feasibility study for the AWGN only case. Figure 5.1 shows

the standard deviation of the discriminator output, σϵ, versus PLL bandwidth for

Tco = 1 ms and varying C/N0. It is known that σϵ must remain below the discrimina-

tor’s saturation level of 52 degrees for the arctangent discriminator. The saturation

threshold represents the level at which the DO becomes uniformly distributed over

the discriminator’s pull-in region.

As the carrier-to-noise ratio is decreased from 45 dB-Hz to 30 dB-Hz, the

discriminator output standard deviation increases. In addition, note that the PLL

bandwidth does not affect σϵ. For a 1 ms coherent averaging time, the lowest feasible
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C/N0 that can be tracked is around 30 dB-Hz. Since tightening the PLL bandwidth,

does not impact σϵ, increasing the coherent averaging time is the next logical option.

Increasing Tco does have drawbacks, as will be discussed later.
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Figure 5.1. AWGN only; 1ms averaging

Figure 5.2 shows the same curves, but for Tco = 20 ms, corresponding to the

duration of a navigation data bit. Compare the C/N0 = 30 dB-Hz curves in Fig-

ures 5.1 and 5.2. As Tco is increased from 1 ms to 20 ms, σϵ drops from around

40 degrees to 10 degrees. Note that when Tco = 20 ms, σϵ begins to increase with in-

creasing bandwidth. This increase in standard deviation has been seen in Section 4.3,

and it does not affect the theoretical conclusions since it is not caused by AWGN.

It is caused by the PLL bandwidth approaching 1
2Tco

, the bandwidth of the coherent

averaging, which is leading to loop stability issues. The results in Figure 5.2 clearly

show that for a given Tco the discriminator output variance, σ2
ϵ , is not a function of

the PLL bandwidth. But, increasing the coherent average time significantly reduces

σ2
ϵ . Since only AWGN is considered, this shows the best performance possible, i.e.
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with a perfect oscillator.
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So, for a 20 ms coherent averaging time, the discriminator becomes fully sat-

urated at C/N0 = 15 dB-Hz. According to the discriminator output performance

metric, to enable the PLL to track at 15 dB-Hz, the averaging time must be in-

creased beyond the length of a navigation data bit.

In the next subsection, a PLL capable of continuously tracking the carrier-

phase at C/N0 = 15 dB-Hz is designed by increasing the averaging time to 100 ms.

The additional constraint of maintaining carrier measurement quality is also ad-

dressed.

5.1.2 PLL design for extended Tco. Using the discriminator saturation

threshold of 52 degrees on the standard deviation of discriminator output, σϵ, is

adequate for a quick feasibility test. However, now, an inflation factor k ≈ 4 in

equation 4.34 is desired to ensure that the PLL design yields a favorable discriminator
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output distribution. This is equivalent to σϵ ≤ 22.5 degrees.

Figure 5.3 shows σϵ versus bandwidth for C/N0 = 15 dB-Hz with a proposed

Tco = 100 ms. There are three curves plotted, which correspond to the AWGN only

case, as well as when TCXO and OCXO clock phase noise models are included. They

overlap for bandwidths larger than about 4 Hz. However, at smaller bandwidths

clock phase-noise adversely affects σϵ. The discriminator saturation threshold and

the 22.5 degree design benchmark are also shown in the figure.

Immediately noticeable in Figure 5.3 is the large peak in σϵ around 10 Hz band-

width. This is caused by the same instability described previously when discussing

Figure 5.2. Feasible design bandwidths are those to the left of the peak.

These results determine that a TCXO is not suitable for this PLL design. The

PLL would require a longer coherent averaging time than 100 ms to handle a C/N0 =
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15 dB-Hz, and the PLL bandwidth would need to be reduced to avoid stability issues.

However, the phase-noise of the TCXO does not allow for any significant bandwidth

reduction. The smallest σϵ for the TCXO curve is about 28 degrees, which does not

meet the 22.5 degree design benchmark.

The lower phase-noise of the OCXO does allow the PLL bandwidth to be tight-

ened without adversely affecting σϵ. The OCXO curve only begins to deviate from

the AWGN-only case for bandwidths smaller then 0.4 Hz. In addition, σϵ ≈ 23 de-

grees for a 0.4 Hz bandwidth, which agrees well with the desired design benchmark of

22.5 degrees. Figure 5.4 shows the corresponding discriminator output distribution

(computed using the method in [Ste18]) for a true phase error of 10 degrees. Indeed,

the discriminator output distribution is still Gaussian-like, and not dangerously uni-

form.

Thus far, the PLL bandwidth and coherent averaging time have been designed
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(using the discriminator output metric) to maintain continuous carrier phase-lock

during an interference event. In addition, the carrier measurement quality (i.e. mea-

surement noise variance) is also of interest. The carrier measurement noise variance is

dictated by the phase error variance, σϕ. To ensure a 1 cm standard deviation on GPS

L1 carrier measurements, σϕ must be less than (1 cm)× (360 deg/19 cm) = 18.9 de-

grees. To be conservative, the typical threshold corresponding to the phase jitter

metric, σϕ = 15 degrees, will be used.

Figure 5.5 shows σϕ versus bandwidth for C/N0 = 15 dB-Hz with Tco = 100 ms.

Again, there are three curves plotted, which correspond to the AWGN only case,

as well as when TCXO and OCXO clock models are included. They overlap for

bandwidths larger than about 4 Hz. However, at smaller bandwidths clock phase-

noise adversely affects σϕ. This figure is complementary to Figure 5.3.

Figure 5.5 shows that a PLL using a TCXO reference oscillator would not be

able to meet the 15 degree σϕ requirement, regardless of the chosen bandwidth. How-

ever, using an OCXO and a PLL bandwidth of 0.4 Hz, the requirement is satisfied.

Therefore, according to the theory, a PLL with a 100 ms averaging time and 0.4 Hz

bandwidth should be able to maintain continuous phase-lock at C/N0 = 15 dB-Hz

while simultaneously ensuring that the standard deviation of carrier-phase measure-

ments does not exceed 1 cm.

In the next section, the completed PLL design is simulated to verify theoretical

results. In Section 5.5, experimental results will also be introduced, which contain

clock phase noise.

5.2 Simulation of PLL Architecture

The PLL bandwidth and coherent averaging time discussed in the previous

section are now verified using numerically simulated data. An intermediate frequency
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signal with AWGN (similar to that which would be output from a receiver front-end)

is numerically generated and used as the input to the software defined receiver. The

generated IF is 5 MHz and is sampled at 20 MHz, which makes it identical to the

experimental data which will be analyzed in section 3.6. However, it does not contain

the C/A code and navigation data, which allows the coherent averaging time to be

extended with no additional considerations.

Figure 5.6 shows σϵ simulation results plotted with theory. As predicted using

linear theory, the simulation of a PLL with 0.4 Hz bandwidth and 100 ms coherent

averaging time yields a discriminator output standard deviation of about 23 degrees.

The theoretical and simulation results match well. However, as the PLL bandwidth

is increased, the DO standard deviation saturates at 52 degrees. The saturation is

due to a loop stability issue (as described in Section 4.3), and correlates well with the

peak in the theoretical results. Figure 5.7 shows simulation and theoretical results for
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the standard deviation of phase error. Theory and simulation results match well for a

PLL bandwidth of 0.4 Hz. As the bandwidth is increased, the standard deviation of

phase error becomes unbounded, once again due to the loop stability issue previously

described.
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Figure 5.6. Simulation results showing standard deviation of DO vs. PLL bandwidth

Note that even with uninterrupted phase-lock, the navigation message must

be successfully decoded for position estimation. This decoding process becomes less

reliable under severe interference conditions. In the following section, the effect of

extended averaging on the discriminator output distribution is studied in greater

detail. The theory used to generate Figure 5.4 assumed that the data bits were

known. Now, the effect of unknown navigation data bits on the discriminator output

will be considered.

5.3 Extended Averaging Time

There are several methods available in literature to allow PLL averaging to
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Figure 5.7. Simulation results showing standard deviation of phase error vs. PLL
bandwidth

be extended beyond the length of a navigation data bit. These are grouped into two

categories, coherent and non-coherent. Coherent methods decode the bit values and

wipe them off the signal. Non-coherent methods, completely remove the navigation

data using a squaring operation. This section and the following will compare two

methods of extending averaging time beyond 20ms, the coherent sign decoder [Mis06],

and a non-coherent method from published literature [Bor09a].

The additional complexity of having to remove or wipe-off the navigation bits

makes it challenging to obtain an analytical expression for the discriminator output

distribution. For example, when using the sign decoder method, the discriminator

output may be written as,

ϵ(t) = tan−1


⟨
sgn(I20)Q20

⟩
⟨
sgn(I20)I20

⟩
 (5.2)
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with,
Q20 :=

⟨
D(t) sinϕ(t) + n′

Q(t)
⟩
20

I20 :=
⟨
D(t) cosϕ(t) + n′

I(t)
⟩
20

where the signum function is used to decode and wipe-off the navigation data, D(t).

Due to the added complexity, the discriminator output distributions will be deter-

mined through a Monte Carlo simulation. The distribution resulting from use of the

sign decoder will be determined using equation 5.2. The distribution corresponding

to the non-coherent method is determined using equation 16 in [Bor09a]. Once again,

a true phase error ϕ = 10 degrees is used as an example. In addition, the navigation

data is held constant (i.e. D(t) = 1). However, since the data bit value is unknown

to the sign decoder, there is no loss of generality. This simplification allows for easier

interpretation of the results.

Figures 5.8a and 5.8b show the discriminator output distributions for the sign

decoder and non-coherent method respectively. Results are shown for a 100 ms aver-

aging time and 15 dB-Hz carrier-to-noise ratio. The larger tail probabilities for the

non-coherent method, caused by squaring-loss, are immediately noticeable. The stan-

dard deviation of discriminator output is 32.4 degrees for the non-coherent method,

and only 20.6 degrees for the sign decoder. Thus, using the variance of these distri-

butions as a performance metric would imply that the sign decoder would be superior.

Nevertheless, the sign decoder distribution has a much larger bias with respect

to the true phase error ϕ = 10 degrees. The mean of the discriminator output

distribution is only 6 degrees for the sign decoder, and 8 degrees for the non-coherent

method. Thus, the effect on PLL performance is not obvious from looking at these

distributions. In Section 5.5, experimental results will be used in order to obtain

a definitive answer. However, before moving on to the experimental results, the

connection between the bias in the mean of the DO distribution, and the DO variance-



84

−100 −50 0 50 100
0

1000

2000

3000

4000

5000

6000

7000

8000

9000

10000

Discriminator output [deg]

C/N
0
 = 15 dB−Hz  |  T

co
 = 0.1 s  |  mean = 6 deg  |  σ = 20.62 deg

(a) sign decoder

−100 −50 0 50 100
0

1000

2000

3000

4000

5000

6000

7000

8000

Discriminator output [deg]

C/N
0
 = 15 dB−Hz  |  T

co
 = 0.1 s  |  mean = 8 deg  |  σ = 32.4 deg

(b) non-coherent

Figure 5.8. Discriminator output distribution for (a) sign decoder and (b) non-
coherent method

based metric is discussed.

5.4 Bias in the Mean of the DO Distribution

The DO distributions in Figure 5.8 show a clear bias in the mean of the DO.

However, upon closer inspection Figure 5.4, which does not consider the effect of

navigation data bits, also shows a bias (0.5 degrees) with respect to the true phase

error of 10 degrees. In this section, the concept of the bias on the mean of the DO

distribution is introduced, and it’s relationship to the DO variance is explained from

the perspective of PLL discriminator saturation.

Recall, that discriminator output saturation was first introduced in Section 4.4.1.

This concept illustrated that the DO distribution approached a uniform distribution

over the discriminator pull-in region as the noise level is increased. And, if the DO

is uniformly distributed, the loop filter will not be able to provide the appropriate

control input to the NCO. Therefore, the mean-time to cycle slip (MTCS) will likely

be extremely short, if the PLL is able to maintain tracking lock at all. This was the

reason for introducing inflation factor, k, in the DO metric (equation 4.34).
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Figure 5.9 shows the probability distribution of the discriminator output, ϵ, for

a 15 dB-Hz carrier-to-noise ratio and (an example) true phase error, ϕ, of 10 degrees.

The distributions corresponding to three different averaging times are plotted. The

figure legend includes the error with respect to the true phase error of 10 degrees (using

the expected value to estimate the phase error), as well as the standard deviation of

the distribution.
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Figure 5.9. DO distribution assuming data bits are known

For the example PLL design using 100 ms averaging time, Figure 5.9 shows

that the discriminator output has a very Gaussian-like distribution. For shorter

averaging times, approaching 1 ms, the DO distribution approaches a uniform distri-

bution. Notice that as the averaging time is decreased and the discriminator output

distribution becomes more uniform, the mean of the distribution approaches zero.

This “bias” on the DO mean is related to the variance. As the variance increases

(i.e. noise level), so does the degree of discriminator saturation. Saturation results

from large phase errors exceeding the discriminator pull-in region. For example, the



86

arctangent discriminator maps large phase errors exceeding the positive end of pull-in

region to negative phase errors, due to the periodic nature of the arctangent function.

This bias in the mean of the DO distribution will be an important concept in the

remainder of this dissertation. The DO metric works well for averaging times less

than the length of a navigation data bit because imposing a limit on the variance of

the distribution, also limits the maximum bias.

The previous section studied the effect of extended averaging on the discrimi-

nator output distribution. And, Figure 5.8 showed much larger biases than predicted

by the analytical probability distribution (which assumes data bits are known). This

indicates that the methods used to increase averaging are contributing significantly

to the bias on the DO mean. The following section will use experimental results to

show that the bias, and not the variance, of the distribution is the leading cause of

cycle slips. And, that for certain PLL designs, imposing a limit on the discriminator

output variance does not impose a limit in the DO bias.

5.5 Experimental Tracking Results

Once again, Figure 3.11 illustrates the experimental setup used throughout

this dissertation. A Spectracom GSG-6 series signal generator with a SpectraTime

LPFRS-01/AV1 rubidium reference oscillator is used to simulate GPS satellite signals.

A USRP N200 with DBSRX2 daughterboard and separate LPFRS reference oscillator

is used as the GPS receiver front-end. The front-end outputs an IF signal at 5 MHz

with a sampling frequency of 20 MHz which is saved for post-processing. Finally,

a software defined receiver (SDR) based on that provided with [Bor06] is used to

acquire and track the signal. The signal is acquired with a 45.5 dB-Hz carrier-to-

noise ratio, which is decreased to 15 dB-Hz once PLL tracking is initiated to simulate

a broadband interference event.
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Figure 5.10 shows the carrier Doppler error (in Hz) over time, for both the

sign decoder and non-coherent methods. During roughly the first 60 seconds, the PLL

parameters are adjusted. Following that period, the PLL is tracking at 45 dB-Hz,

with a bandwidth of 0.4 Hz and 100ms averaging time. At about the 75 second mark,

the interference event occurs, and C/N0 is reduced to 15 dB-Hz. And, at 150 seconds

into tracking, a bias appears for the sign decoder, indicating that the Doppler deviates

from the true Doppler frequency when a sign decoder is used. This means that the

DO bias has propagated through to the output of the NCO.
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Figure 5.10. Doppler error for PRN 10

This is a concern because the carrier Doppler is integrated to create carrier-

phase measurements (see Appendix D). Biases in the Doppler error may correspond

to cycle slips and unusable carrier-phase measurements. To verify that this bias

indeed contributes to cycle slips, the carrier phase error is computed according to

Appendix D. Figure 5.11 shows carrier phase error as a function of time for both the

sign decoder and non-coherent methods. The carrier phase measurements are com-



88

puted starting at 45 seconds into the data set. The carrier phase error is determined

by comparing the carrier phase measurements of the interference event (15 dB-Hz)

to the “true” carrier phase determined using a 45.5 dH-Hz data set. In Figure 5.11,

the sign decoder suffers from a loss of lock due to the bias in the Doppler and slips

more than 20 cycles. The non-coherent method does not lose phase-lock. This clearly

demonstrates that the bias on the mean of the DO distribution causes cycle slips.
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Figure 5.11. Carrier phase error as a function of time

The results presented in Figures 5.10 and 5.11 confirmed the suspicion that the

discriminator output bias contributes to a bias in the Doppler error, and cycle slips. It

has been shown that for extended integration times, the variance of the discriminator

output alone is insufficient for use as a PLL design metric. This is because the

methods used to extend integration time beyond the length of a navigation data

bit are creating additional sources of bias in addition to discriminator saturation
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(discussed in section 5.4).

5.6 Scaling Method to Remove DO Bias

To verify that the bias in the discriminator output is contributing to the bias

observed in the Doppler error, we attempt to scale the discriminator to remove its

bias. Scaling is applied to both the sign decoder as well as the non-coherent method

to ensure a fair comparison of the discriminator output distributions. Note that the

non-coherent method did not suffer a bias in Doppler error. However, the presence of

a bias in it’s discriminator output distribution suggests that over longer time-scales

the non-coherent method may suffer a biased Doppler error as well.

The discriminator bias is removed by applying a scaling factor, 1/α, to the

discriminator,

ϵ =
1

α
tan−1

(
Q

I

)
(5.3)

The value of α is determined using a calibration curve of discriminator output

mean, E{ϵ}, versus true phase error ϕ, as shown in Figure 5.12. The slope of a

line fitted to the calibration curve is α. Note that this value of α is only valid for

C/N0 = 15 dB-Hz. To practically implement the scaling method, a table of values

must be stored in the receiver, with α as a function of C/N0.

The discriminator output distributions, with scaling applied, are shown in

Figure 5.13 for the sign decoder and non-coherent method. The bias of both distri-

butions has been removed by applying the appropriate scaling factor to the DO, so

both have a mean of 10 degrees (corresponding to the true phase error). However,

the variance of both distributions is inflated by the use of scaling. The sign decoder

has a standard deviation of about 35 degrees while the non-coherent method has a

standard deviation of 42 degrees.



90

0 10 20 30 40 50
0

5

10

15

20

25

30

35

40

45

50

True Phase Error [deg]

D
is

cr
im

in
at

or
 O

ut
pu

t M
ea

n 
[d

eg
]

 

 

Figure 5.12. Calibration curve used for scaling
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Figure 5.13. Scaled discriminator output distribution for (a) sign decoder and (b)
non-coherent method

Figure 5.14 shows the experimental Doppler error results for both methods

when scaling is applied. Results for the non-coherent method have not changed.

However, the Doppler error bias that had appeared for the sign decoder has been

successfully removed.
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These results again confirmed the suspicion that the discriminator output bias

contributes to a bias in the Doppler error. This section has shown that these biases can

be removed by applying an appropriate scaling factor to the discriminator. It was also

shown that when using extended integration times, the variance of the discriminator

output alone is insufficient for use as a PLL design metric.

5.7 Mechanisms that Produce DO bias

This section will further investigate the mechanisms that cause the DO bias

to appear for the sign decoder and non-coherent method. If these biases are due

to discriminator saturation (e.g. Figure 5.8b shows large tail probability using the

non-coherent method), then further increasing the averaging time should reduce the

bias.

Figure 5.15 shows the DO distributions of the sign decoder and non-coherent

Figure 5.14. Doppler error for PRN10; using scaling
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method for an averaging time of 500ms. As seen in Figure 5.15a, the sign decoder re-

mains significantly biased (35 percent error on the mean), with a mean of 6.5 degrees.

Figure 5.15b shows that the bias on the non-coherent method decreases dramatically

with increased averaging. The bias is reduced to 1.8 percent (mean is 9.82 degrees).
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Figure 5.15. Discriminator output distribution, using Tco = 500 ms, for (a) sign
decoder and (b) non-coherent method

Figure 5.16 illustrates the effect of additional averaging. Figure 5.16a shows

the DO bias (as percentage error on the mean) as a function of averaging time.

The averaging time is varied from 40 ms to 2 seconds. These results confirm that

for our design example C/N0 = 15 dB-Hz, the sign decoder is biased regardless of

the integration time. On the other hand, Figure 5.16b shows the DO variance as a

function of averaging time. As averaging is increased, the variance decreases for both

the sign decoder and non-coherent methods. Also, the variance of the non-coherent

method bounds that of the sign decoder because the non-coherent method suffers

from squaring loss.

These results indicate that the bias on the DO mean, observed when using the

non-coherent method, is due to discriminator saturation. The large tail probability
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Figure 5.16. (a) DO bias and (b) DO variance, as a function of averaging time

observed in Figure 5.8b causes a bias of about 2 degrees. The tail probability in

Figure 5.15b is much smaller, and so is the bias on the mean (about 0.18 degrees).

The reason the sign decoder bias is not a strong function of averaging time is due to

the bit estimation process, which will now be discussed.

Figure 5.17 shows the distribution of the in-phase (top row) and quadrature

(bottom row) signals before and after the bit estimation process. Let us examine

the in-phase track (top row) plots from left to right. Implementing the sign decoder

method involves first coherently averaging over the length of a navigation data bit

(i.e. 20ms), where bit synchronization has been assumed. Then, the “sign” function

is applied to detect and wipe off the navigation data bits. In this example the data

bit is equal to one. However, because the distribution has significant probability

less than zero, the sign function thinks these points correspond to negative data

bits and removes them by flipping their sign (see top-center plot). This results in a

folded Normal distribution, but the mean of the distribution is 1.1 instead of one.

Subsequent averaging creates a Normal distribution, however it is still biased, with a

mean of 1.1 rather than one.
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Figure 5.17. Sign decoder constituents

This shows that a DO bias is introduced by the sign function used to estimate

a bit. When the wideband noise is significant enough, the probability of the in-phase

signal being less than zero is not negligible. This is why additional averaging does

not improve the performance of the (coherent) sign decoder. This bias producing

mechanism differs from that of the non-coherent method in that it it is independent

of the discriminator saturation effect. The non-coherent method uses a squaring

operation to remove the navigation data bits, rather than estimating and wiping

them off. This is why the non-coherent method benefits from further averaging post

data wipe-off.

5.8 Carrier Coasting Algorithm

So far, this chapter has motivated the need for extended averaging, and ex-

posed the bias on the DO mean as the driving mechanism behind cycle slips. The

scaling method was proposed as a way to remove the bias and recover tracking per-

formance.
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Unfortunately, under severe interference the bit error rate (BER) will still

remain high. This was shown in Figure 5.15 for the (coherent) sign decoder method.

Using a non-coherent method to extend averaging removes the navigation data bits,

and again, the receiver is unable to decode them. So, under severe interference events,

the the receiver will be unable to decode the navigation message.

On the other hand, having designed a robust carrier-phase tracking loop now

allows time-differenced carrier-phase measurements to be used to coast through a

broadband interference event. The satellite ephemeris parameters are updated every

two hours, and valid for four hours after upload [Dep13]. Therefore, even if an in-

terference event occurs just before a new ephemeris update is decoded, the receiver

would still be able to coast for up to two hours without an accuracy penalty. The

most recently decoded ephemeris parameters and satellite clock models are used dur-

ing the coasting period. The satellite ephemeris parameters allow the line-of-sight

(observation) matrix to be determined for position estimation. Satellite clock bias is

modeled as a quadratic function, and model parameters are broadcast in Subframe 1

of the navigation message. Due to the relative infrequent update of these parameters,

it is possible to coast for two hours using the most recent successfully decoded data.

Time differencing carrier measurements eliminates cycle ambiguities so long

as carrier phase is tracked continuously. One benefit to this approach is that no

additional receiver modifications besides those to the PLL are required. The time

differencing is applied in the navigation filter, at the measurement level.

As a proof of concept, the adjusted pseudorange measurement used during

coasting, ρ̂, can be written as,

ρ̂k = ρn + (φk − φn) (5.4)

for k > n, where ρ and φ represent standalone pseudorange and carrier-phase mea-
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surements, k is the time index, and n corresponds to the time index just prior to the

interference event.

Once again, the same experimental setup described in Section 3.6.1 is used

here. Figure 5.18 shows the position error (in meters) over time in earth-centered-

earth-fixed (ECEF) coordinates. The transition to the carrier coasting algorithm is

made just prior to the interference event. As shown in Figure 5.18, successful coasting

at C/N0 = 15 dB-Hz is possible. In this example, the non-coherent method was used

to extend averaging to 100 ms, and the PLL bandwidth is 0.4 Hz.
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CHAPTER 6

CONCLUSION

Wideband interference rejection is becoming an increasing concern with the

predominance of GPS in many sectors of society. This dissertation developed the

necessary analysis tools to design GPS receiver phase lock loops (PLLs) capable

of operating under the various interference conditions that may be required. The

motivating application in this work has been stationary reference (GBAS) receivers.

However, the methods of analysis presented in this work are general, and applicable

to moving receivers as well.

The main objective of this dissertation was to develop the PLL analysis tools

required to design PLLs capable to tracking through RFI events, while reducing the

need for time-consuming simulations and experimental validation. Instead, simulation

and experimental validation can be reserved for PLL designs which are much more

likely to be successful.

6.1 Summary of Contributions

6.1.1 New PLL performance metric. A new metric for PLL performance

based on the discriminator output was developed in Chapter 4, and shown to be more

indicative of PLL locking behavior than the widely used phase jitter metric. A PLL

linear model which includes the effects of wideband interference as well as coherent

averaging time was derived from the full non-linear PLL realization. This allowed

more accurate calculation of the discriminator output (DO) standard deviation in the

presence of additive white Gaussian noise (AWGN) as compared to the traditional

linear model.
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A feasibility threshold of 52 degrees on the discriminator output standard de-

viation was shown to be a more reliable/robust measure of PLL performance under in-

terference conditions than the phase jitter metric. Computing the post-discriminator

tracking error distribution for varying signal-to-noise ratios shows that as the noise

level increases the distribution approaches a uniform distribution, preventing accu-

rate estimation of the true phase error. The purpose of the 52 degree threshold is

to prevent this discriminator “saturation” condition, which the phase jitter metric

is unable to account for. In addition, the newly developed linear model is shown

to be valid up until this threshold, which facilitates efficient performance prediction,

without the need for time-consuming simulation.

6.1.2 Validated new PLL performance metric. The new PLL performance

metric and associated linear model were validated in Chapter 4 using simulation and

experimental results. To isolate and investigate the effect of additive white Gaussian

noise (AWGN), numerically simulated intermediate frequency (IF) data (similar to

that which would be output from a receiver front-end) was used as the input to

the software-defined receiver (SDR). Results showed that tightening PLL bandwidth

rejects noise on the PLL output, while increasing coherent averaging time has no

effect. On the other hand, tightening bandwidth has no effect on the discriminator

output, while increasing coherent averaging time has a large effect. These results

confirmed the theoretical analysis of the new linear model.

Experimental results, which include the effect of receiver reference oscillator

quality, were used to further validate theoretical predictions. Experimental data was

collected using a GPS signal generator and receiver front-end. It was then processed

with a SDR. As with the numerically simulated data, results from experimental data

also match theory very well. The correspondence is dependent on how accurately the
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reference oscillator phase-noise power spectral density (PSD) is modeled.

6.1.3 Theoretical lower-limit to PLL bandwidth. In Chapter 3, the theo-

retical lower limit to PLL bandwidth imposed by the dynamic effects of SV motion

and nominal ionosphere was quantified (not including ionospheric fronts, anomalies,

or scintillation). The third-order loop filter used in this work does not have steady

state tracking error due to accelerations. However, it does have steady state error

due to jerk. This analysis showed that satellite motion was the determining factor

limiting PLL bandwidth.

The maximum jerk stress due to satellite motion was determined by simulating

satellite propagation over a 24 hour period, for a grid of 1825 locations around the

globe. The user-to-satellite range (as a function of time) for each satellite is triple-

differentiated and the maximum global jerk is determined.

The conventional method used to model the nominal ionospheric error contains

overly conservative assumptions [Van96, p.389]. To obtain a more realistic model, the

maximum PLL jerk stress due to nominal ionosphere was computed through simula-

tion using the IRI2012 model. Due to computational burdens, a grid of 1825 location

was not feasible. Instead, a single worst-case (geomagnetic) equatorial location was

used. The year 2001 (corresponding to solar maximum) was simulated using the

IRI model to maximize the probability of capturing large variations in nominal TEC

content.

6.1.4 Derived discriminator output distribution. The output distribution

of the arctangent discriminator is derived in Chapter 4, given additive white Gaussian

noise, and a constant true phase error (with respect to the input signal). In Chapter 5,

with the aid of simulation and experimental results, it was shown that the bias on

the discriminator output mean is more indicative of PLL tracking performance than
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the DO variance.

For PLL averaging times less than the length of a navigation data bit, the

mechanism that produces DO bias is saturation of the arctangent discriminator, which

can be bounded by placing a threshold on the DO variance. This is no longer guar-

anteed to be true for extended averaging times. For averaging times greater than

the length of a navigation data bit, the method used to enable the averaging to

be extended can introduce an additional bias mechanism. Studying the DO output

distribution is shown to be an effective means of comparing candidate methods of

extending averaging time. A new scaling method is also introduced that can remove

the bias introduced by these methods, and recover PLL tracking performance. This

method was validated using experimental results in Chapter 5.

6.1.5 Coasting through wideband interference. In Chapter 5, a robust

PLL tracking architecture and time-differenced carrier-phase measurements were used

to coast through an interference event. Increasing coherent averaging time while

simultaneously decreasing PLL bandwidth with the aid of a low phase-noise reference

oscillator, can increase PLL robustness to wideband noise. However, the navigation

data bit error rate (BER) will increase with decreasing carrier-to-noise ratio. The

BER cannot be decreased via receiver modification alone.

However, as demonstrated in Chapter 5, as long as phase-lock is upheld, time-

differenced carrier phase measurements can be used to coast through an interference

event. Time differencing eliminates cycle ambiguities, which are nuisance param-

eters that typically need to be estimated. The most recently decoded ephemeris

parameters and satellite clock models are used during the coasting period. Satellite

ephemeris parameters are updated every two hours, and valid for four hours after

upload. Therefore, even if an interference event occurs just before a new ephemeris

update is decoded, the receiver would still be able to coast for up to two hours without
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an accuracy penalty. The most recently decoded ephemeris parameters and satellite

clock models are used during the coasting period. The satellite ephemeris parameters

allow the line-of-sight (observation) matrix to be determined for position estimation.

One benefit to this approach is that no additional receiver modifications besides those

to the PLL are required. The time-differencing is applied in the navigation filter, at

the measurement level.

The carrier coasting technique was demonstrated via a hardware demonstra-

tion, using experimental data collected using a GPS signal generator and rubidium

receiver reference oscillator.

6.2 Recommendations for Future Work

The following subsections describe recommendations for future work, which

will improve the effectiveness of the PLL design concepts and procedures developed

in this work.

6.2.1 Empirical relation between DO bias and MTCS. This work studied

the DO distribution to determine its effect on PLL tracking performance. The effects

of the DO variance as well as the bias on the DO mean were studied. However, it

is necessary quantify the maximum DO bias that can be tolerated, and determine

a threshold on the bias. The relationship between the DO bias and the mean time

to cycle slip (MTCS) can be determined empirically. Then, based on the required

MTCS for a given application, the maximum allowable DO bias can be computed.

This would further reduce the amount of simulation and experimental validation

necessary to design GPS phase lock loops.

6.2.2 Include clock model in DO distribution analysis. The effects of

additive white Gaussian noise (AWGN) on the DO distribution were quantified in

Chapter 5, when using both coherent and non-coherent methods to extend averaging
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time. However, the methods used to extend averaging time beyond the length of a

navigation data bit will likely affect clock phase-noise propagation through the PLL

as well. By modeling the oscillator phase-noise as a Cauchy-Lorentz distribution, its

effect on the DO distribution can also be quantified when averaging time is extended

beyond the length of a navigation data bit.

6.2.3 Extension to moving receivers. This work focused on PLL perfor-

mance analysis for stationary receivers. PLL aiding using an inertial measurement

unit (IMU) can be used to remove the signal dynamics caused by moving receivers.

To design receivers with IMU aiding, the effect of imperfect dynamics removal (i.e.

imperfect IMU) on the discriminator output distribution must be addressed. In ad-

dition, the dynamics due to satellite motion can be removed using the ephemeris.
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APPENDIX A

LPFRS-01 POWER-LAW MODEL
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In the experimental part of this work, a SpectraTime LPFRS-01/AV1 ru-

bidium oscillator was used as the receiver reference clock. To obtain the most ac-

curate prediction of PLL performance, a phase noise power spectral density (PSD)

power-law model representative of the particular oscillator we are using was required.

The generic rubidium model from [Cha13] is likely not accurate enough.

The manufacturer’s phase-noise PSD specifications for the LPFRS were aug-

mented with our own measurements to form the power-law model. For the latter, we

followed the method used by Alban [Alb04b] [Alb04a, p. 120–123]. Velocity measure-

ments are used to determine the reference clock PSD at low offset frequencies, where

PSD specifications are not provided by the manufacturer.

It is important to note that Alban’s method of using velocity measurements

includes the effects of frequency synthesis. We believe the generic rubidium power-law

model in prior work [Cha13] does not consider the effects of frequency synthesis.

Measurements were taken using a Novatel DL-v3 receiver capable of using

an external reference oscillator. Clock bias rate data were collected directly (rather

than computed from velocity measurements) using the receiver’s “clockmodel” log.

See [Alb04b] [Alb04a, p. 120–123], for additional information on how the power-law

model is formed.

Figure A.1 shows the resulting phase noise PSD for the LPFRS-01 rubidium

oscillator, including the effects of frequency synthesis. The worst case is considered,

where the frequency synthesis generates L1 (mixing to baseband), which results in

the highest phase-noise on synthesizer output.
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Figure A.1. LPFRS measurements and specifications with fitted power-law model
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APPENDIX B

TRANSFER FUNCTION FOR MOVING AVERAGE
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Begin with the average of N samples,

yk =
1

N

(
xk + xk−1 + · · ·+ xk−(N−1)

)
(B.1)

Taking the Z-transform,

yk
xk

=
1

N

(
1 + z−1 + · · ·+ z−(N−1)

)
=

1

N

N−1∑
p=0

z−p

=
1

N

(
zN−1

zN−1

)N−1∑
p=0

z−p

=
1

N

(
1

zN−1

)N−1∑
q=0

zq (B.2)

This series has a solution of the form,

n∑
k=0

zk =
1− zn+1

1− z
(B.3)

Thus, we have,

yk
xk

=
1

N

(
1

zN−1

)
1− zN

1− z

=
1

N

z−(N−1) − z

1− z

=
1

N

z − z1−N

z − 1
yk
xk

=
1

N

1− z−N

1− z−1
(B.4)

Now, to convert to continuous, we have z → esT , where T is the sampling

period.

C(s) =
1

N

1− e−sTN

1− e−sT
(B.5)
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Furthermore, we can write this equation using the coherent averaging time,

Tco = NT ,

C(jω) =
T

Tco

1− e−jωTco

1− e−jωT
(B.6)
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APPENDIX C

TRACKING ERROR DISTRIBUTION
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The ratio in Equation (4.33) is defined as random variable W ,

W :=
Y

X
(C.1)

where, Y ∼ N(µY , σ
2
Y ) and X ∼ N(µX , σ

2
X). Here, µY = ϕ (where ϕ is assumed

to be a known constant), µX = 1, and σ2
X = σ2

Y = σ2
n′
Q
/N . If X and Y were zero

mean random variables, then W would be Cauchy distributed. Then Z (defined in

equation 4.33) would be uniformly distributed [Pap02, p.191]. However, this case is

more complex because X and Y have different, non-zero means.

The distribution ofW , as defined in equation C.1, was first solved for in [Fie32].

The distribution of W , denoted fW (w), is written more succinctly in [Hin69], and

repeated here for convenience.

fW (w) =
b(w)d(w)√

2πσXσY a3(w)

[
Φ

(
b(w)

a(w)

)
− Φ

(
− b(w)

a(w)

)]
+

1

a2(w)πσXσY
e−c(w)/2 (C.2)

where Φ is the Gaussian cumulative distribution function, and,

a(w) =

√
w2

σ2
Y

+
1

σ2
X

(C.3)

b(w) =
µY

σ2
Y

w +
µX

σ2
X

(C.4)

c(w) =
µ2
Y

σ2
Y

+
µ2
X

σ2
X

(C.5)

d(w) = exp

[
b(w)2 − c(w)a2(w)

2a2(w)

]
(C.6)

The distribution of Z := tan−1(W ) (equivalent to definition of Z in Equa-

tion (4.33)) may be computed as,

fZ(z) =
1

|dz/dw|
fW (tan(z)) (C.7)
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fZ(z) = sec2(z) fW (tan(z)) (C.8)

where z is between ±π/2 (otherwise fZ(z) = 0).
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APPENDIX D

CARRIER-PHASE MEASUREMENT GENERATION
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This derivation is similar to that in [Pet10]. However, here, the effect of

Doppler is taken into account more explicitly in the formulation.

Consider satellite i, which is stationary in inertial space, and a receiver, which

may be moving. The signal received by a receiver may be written as,

si(t) = A cos

(
2π

λ
(r − ct)

)
(D.1)

where A is the amplitude, λ is the L-band GPS signal wavelength, r is the instanta-

neous range from satellite to receiver, c is the speed of light, and t is true GPS time.

We are neglecting satellite clock biases. The fractional received phase, ϕi
r(t), in cycles

can be written as the total received phase (since t0, the beginning of the GPS week)

modulo 1,

ϕi
r(t) =

r

λ
− ft mod 1 (D.2)

where, f is the L-band GPS signal frequency. Note that t represents true GPS time.

Receiver time, tr, is biased with respect to GPS time, t := tr + δtr. The received

phase can be written in terms of receiver time as,

ϕi
r(tr) =

r

λ
− ftr − fδtr mod 1 (D.3)

So, the fractional received phase, ϕi
r(tr), contains range information. It is

written as the total phase (sent since time t0) modulo-1 in equation D.3 because

only the fractional phase can be detected at the antenna. So, another way to write

equation D.3 is,

ϕi
r(tr) =

r

λ
− ftr − fδtr +M i

r(tr, t0) (D.4)

where M i
r(tr, t0) is the integer number of cycles accumulated since time t0. Note that

M i
r(tr, t0) increases with time at a rate corresponding to f plus any Doppler frequency.
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To describe how carrier measurements are formed, we now consider the signal

processing stages. After mixing in the receiver front-end, the fractional phase of the

intermediate frequency signal is (substitute from D.4),

ϕi
r,IF (tr) = ϕi

r(tr)− ϕr,mix(tr) (D.5)

= [
r

λ
− ftr − fδtr +M i

r(tr, t0)]− [ϕr,mix(t0)− (f − fIF )tr +Mmix(tr, t0)]

(D.6)

=
r

λ
− fIF tr − fδtr − ϕr,mix(t0) + [M i

r(tr, t0)−Mmix(tr, t0)] (D.7)

=
r

λ
− fIF tr − fδtr − ϕr,mix(t0) +MIF (tr, t0) (D.8)

where ϕr,mix(tr) is the phase of the mixing signal generated in the front-end (note,

arbitrary time tr after the receiver is turned on means that in general ϕr,mix(t) ̸= 0),

and number of integer cycles, MIF (tr, t0) :=M i
r(tr, t0)−Mmix(tr, t0), accumulates at

the rate of fIF plus any Doppler frequency.

If the PLL is tracking/locked onto the signal, the fractional phase of the NCO

will follow the fractional phase of the IF signal. We are able to write,

ϕi
r,NCO(tr) = ϕi

r,IF (tr) (D.9)

=
r

λ
− fIF tr − fδtr − ϕr,mix(t0) +MIF (tr, t0) (D.10)

The NCO phase is fractional, and having the integer component MIF (tr, t0) growing

with time, is a problem if we want to create a usable carrier phase measurement.

The solution is to keep the integer constant by accumulating the NCO phase (by

integrating NCO frequency). Subtracting the integer accumulation from both sides

of the equation, we obtain,

ϕi
r,NCO(tr, tL)−M i

NCO(tr, tL) =
r

λ
− fIF tr − fδtr − ϕr,mix(t0) (D.11)

+MIF (tr, t0)−M i
NCO(tr, tL) (D.12)

ϕ
i

r,NCO(tr, tL) =
r

λ
− fIF tr − fδtr − ϕr,mix(t0) +N i (D.13)



115

where the overbar denotes the total phase (fractional plus integer, accumulated since

tracking began for SV i at time tL), and N i := MIF (tr, t0) − M i
NCO(tr, tL) is the

constant cycle (integer) ambiguity.

Equation D.13 represents the integrated NCO frequency output. However, the

fIF tr term on the right-hand side is not desirable. To remove this term, we first add

it from the accumulated NCO phase,

ϕ
i

r,NCO(tr, tL) + fIF tr =
r

λ
− fδtr − ϕr,mix(t0) +N i (D.14)

The term is then split up by noting that tracking of SV i began at time tL.

ϕ
i

r,NCO(tr, tL) + fIF (tr − tL) + fIF tL =
r

λ
− fδtr − ϕr,mix(t0) +N i (D.15)

ϕ
i

r,D(tr, tL) + fIF tL =
r

λ
− fδtr − ϕr,mix(t0) +N i (D.16)

where ϕ
i

r,D(tr, tL) := ϕ
i

r,NCO(tr, tL) + fIF (tr − tL) is the integrated Doppler. Unfortu-

nately, this leaves a nuisance term fIF tL which depends on the start of tracking for

SV i. This term will be different for every SV because tL will be different. O’Driscoll

and Petovello [Pet10] call this the “phase misclosure” term, which can be evaluated

by the receiver.

Finally, the carrier phase measurement φi(tr) can now be defined as,

φi(tr) : = ϕ
i

r,D(tr, tL) + fIF tL (D.17)

=
r

λ
− fδtr − ϕr,mix(t0) +N i (D.18)

Actually, the initial mixer phase ϕr,mix(t0) we control. So, we can initialize it as zero

at the beginning of the GPS week. The carrier phase measurement is then,

φi(tr) : = ϕ
i

r,D(tr, tL) + fIF tL (D.19)

=
r

λ
− fδtr +N i (D.20)
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Compare the carrier-phase measurement we derived to the conventional carrier-

phase measurement equation.

φ = λ−1(r + Iϕ + Tϕ) +
c

λ
(δtu − δts) +N + εϕ (D.21)
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